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The Internet’s simple best-effort packet-switched architecture lies at the core of

its tremendous success and impact. Today, the Internet is firmly a commercial

medium involving several competitive service providers and content providers.

However, current Internet architecture neither allows (i) users to indicate their

value choices at sufficient granularity, nor (ii) providers to manage risks involved

in investment for new innovative Quality-of-Service (QoS) technologies and busi-

ness relationships with other providers as well as users. Currently, users can only

indicate their value choices at the access/link bandwidth level, not at the rout-

ing level. End-to-end (e2e) QoS contracts are possible today via virtual private

networks, but with static and long-term contracts. Further, an enterprise that

needs e2e capacity contracts between two arbitrary points on the Internet for a

short period of time has no way of expressing its needs.

We propose an Internet architecture that allows flexible, finer grained, dynamic

contracting over multiple providers. With such capabilities, the Internet itself

will be viewed as a “contract-switched” [15] network beyond its current status

as a “packet-switched” network. A contract-switched architecture will enable

flexible and economically efficient management of risks and value flows in an

Internet characterized by many tussle points [4]. We view “contract-switching”

as a generalization of the packet-switching paradigm of the current Internet

architecture. For example, size of a packet can be considered as a special case of

the capacity of a contract to expire at a very short-term, e.g. transmission time

of a packet. Similarly, time-to-live of packet-switching is roughly a special case of

the contract expiration in contract-switching. Thus, contract-switching is a more

general case of packet-switching with several additional flexibility in terms of its

economics and carefully reduced technical flexibility due to scalability concerns

particularly at the routing level.

In this book chapter, we report our recent work [15, 6] on contract-switching

and a sample intra-domain contracting scheme with bailouts and forwards. We

describe a contract-switching network architecture for flexible value flows for the

future Internet, and for allowing sophisticated financial engineering tools to be

employed in managing the risks involved in composition of e2e QoS contracts.

We concentrate on the design of our contract-switching framework in the con-

text of multi-domain QoS contracts. Our architecture allows such contracts to be

dynamically composable across space (i.e., across ISPs) and time (i.e., over longer
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time-scales) in a fully decentralized manner. Once such elementary instruments

are available and a method for determining their value is created (e.g., using

secondary financial markets), ISPs can employ advanced pricing techniques for

cost recovery, and financial engineering tools to manage risks in establishment

of e2e contracts and performance guarantees for providers and users in specific

market structures, e.g., oligopoly or monopoly. In particular, we investigate ele-

mentary QoS contracts and service abstractions at micro (i.e., tens-of-minutes)

or macro (i.e., hours or days) time-scales. For macro-level operation at high

time-scales (i.e., several hours or days, potentially involving contracts among

ISPs and end users), we envision a link-state like structure for computing e2e

“contract routes.” Similarly, to achieve micro-level operation with more flexibil-

ity at lower time-scales (i.e., tens-of-minutes, mainly involving contracts among

ISPs), we envision a BGP-style path-vector contract routing.

Several QoS mechanisms have been adopted within single ISP domains, while

inter-domain QoS deployment has not become reality. Arguably the reasons for

this include the highly fragmented nature of the ISP market and glut in core opti-

cal capacity due to overinvestment and technological progress of the late 1990s.

BGP routing convergence and routing instability issues [5] also contribute to

inter-domain performance uncertainties. Recent QoS research [10] clearly iden-

tified a lack of inter-domain business models and financial settlement methods,

and a need for flexible risk management mechanisms including insurance, money-

back-guarantees. Specifically, attempts to incorporate economic instruments into

inter-domain routing and to allow more economic inter-domain flexibility to end-

users [14] have surfaced. Our work directly focusses on these issues, and also

relates to the Internet pricing research [8, 16].

In Section 1.1, we define the essence of contract-switching paradigm. Sec-

tion 1.2 details architectural characteristics and challenges of contract-switching.

Then, in Section 1.3, we provide the motivation and tools from financial engi-

neering that can be used for risk management in the Internet. We conclude in

Section 1.4 by summarizing the key ideas developed in this chapter.

1.1 Contract-switching paradigm

The essence of “contract-switching” is to use contracts as the key building block

for inter-domain networking. As shown in Figure 1.1, this increases the inter-

domain architecture flexibility by introducing more tussle points into the protocol

design. Especially, this paradigm will allow the much needed revolutions in the

Internet protocol design: (i) inclusion of economic tools in the network layer

functions such as inter-domain routing while the current architecture only allows

basic connectivity information exchange, and (ii) management of risks involved

in QoS technology investments and participation into e2e QoS contract offerings

by allowing ISPs to potentially apply financial engineering methods.
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Figure 1.1 Packet-switching introduced many more tussle points into the Internet
architecture by breaking the end-to-end circuits of circuit-switching into routable

datagrams. Contract-switching introduces even more tussle points at the edge/peering
points of domain boundaries by overlay contracts.

In addition to these design opportunities, the contract-switching paradigm

introduces several research challenges. As the key building block, intra-domain

service abstractions call for the design of (i) single-domain edge-to-edge (g2g)

QoS contracts with performance guarantees, and (ii) nonlinear pricing schemes

geared towards cost recovery. Moving one level up, composition of e2e inter-

domain contracts poses a major research problem which we formulate as a “con-

tract routing” problem by using single-domain contracts as “contract links”.

Issues to be addressed include routing scalability, contract monitoring and veri-

fication as the inter-domain context involves large-size effects and crossing trust

boundaries. Several economic tools can be used to remedy pricing, risk sharing,

and money-back problems of an ISP.

1.2 Architectural issues

Inclusion of concepts such as values and risks into the design of network routing

protocols poses various architectural research challenges. We propose to abstract

the point-to-point QoS services provided by each ISP as a set of “overlay con-

tracts” each being defined between peering points, i.e., ingress/egress points of

the ISP. By considering these overlay contracts as “contract links”, we envision

a decentralized framework that composes an e2e contract from contracts at each

ISP hop. This is similar to path made up of links, except that we have “contracts”

instead of links. Just like routing protocols are required for actually creating e2e

paths from links, we need “contract routing” to find an inter-domain route that

concatenates per-ISP contracts to compose an e2e path and an associated e2e

contract bundle.
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Figure 1.2 An illustrative scenario for link-state contract routing.

1.2.1 Dynamic contracting over peering points

We consider an ISP’s domain as an abstraction of multiple g2g contracts involv-

ing buyer’s traffic flowing from an ingress point to an egress point, i.e., from one

edge to another. Previous work showed that this kind of g2g dynamic contract-

ing can be done in a distributed manner with low costs [16]. Customers can only

access network core by making contracts with the provider stations placed at

the edge points. A key capability is that an ISP can advertise different prices for

each g2g contract it offers, where locally computed prices can be advertised with

information received from other stations.

Composition of better e2e paths requires flexibility in single-domain contract-

ing capabilities. In our design, we consider point-to-point g2g contracting capa-

bilities with unidirectional prices, which pose the question of “How an ISP should

price its g2g contracts?”. Though similar questions were asked in the literature

[16] for simple contracts, bailout forward contracts (BFCs) require new pricing

methodologies. Availability of such flexible g2g contracting provides the neces-

sary building blocks for composing e2e QoS paths if inter-domain contracting is

performed at sufficiently small time-scales. This distributed contracting archi-

tecture gives more flexibility to users as well, e.g., users can potentially choose

various next-hop intermediate ISPs between two peering points that are involved

in users’ e2e paths [14].

1.2.2 Contract routing

Given contracts between peering points of ISPs, the “contract-routing” problem

involves discovering and composing e2e QoS-enabled contracts from per-ISP

contracts. We consider each potential contract to be advertised as a “contract

link” which can be used for e2e routing. Over such contract links, it is possible

to design link-state or BGP-style path-vector routing protocols that compose

e2e “contract paths”. ISPs (or service overlay network providers) providing e2e

services will need to be proactive in their long-term contracting and financial
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commitments and thus will need link-state style routing satisfying this need. On

the other end, it is possible to achieve scalable BGP-style path-vector routing at

short time-scales to accommodate on-demand dynamic user requests.

Macro-level operations: Link-state contract routing

One version of inter-domain contract routing is link-state style with long-term

(i.e., hours or days) contract links. For each contract link, the ISP creates a

“contract-link-state” including various fields. We suggest that the major field

of a contract-link-state is the forward prices in the future as predicted by the

ISP now.Such contract-link states are flooded to other ISPs. Each ISP will be

responsible for its flooded contract-link-state and therefore have to be proactively

measuring validity of its contract-link-state. This is very similar to the periodic

HELLO exchanges among OSPF routers. When remote ISPs obtain the flooded

contract-link-states, they can offer point-to-point and e2e contracts that may

cross multiple peering points. Though link-state routing was proposed in an

inter-domain context [3], our “contract links” are between peering points within

an ISP, and not between ISPs (see Figure 1.2).

To compute the e2e “contract paths”, ISPs perform a QoS-routing like compu-

tation procedure to come up with source routes, and initiate a signaling protocol

to reserve these contracts. Figure 1.2 shows a sample scenario where link-state

contract routing takes place. There are three ISPs participating with 5 peering

points. For the sake of example, a contract-link-state includes six fields: Owner

ISP, Link, Term (i.e., the length of the offered contract link), Offered After

(i.e., when the contract link will be available for use), and Price (i.e., the aggre-

gate price of the contract link including the whole term). ISPs have the option

of advertising by flooding their contract-link-states among their peering points.

Each ISP has to maintain a contract-link-state routing table as shown in the

figure. Some of the contract-link-states will diminish by time, e.g., the link 1-

3 offered by ISP A will be omitted from contract routing tables after 5hrs and

15mins. Given such a contract routing table, computation of “shortest” QoS con-

tracts involves various financial and technical decisions. Let’s say that the user

X (which can be another ISP or a network entity having an immediate access to

the peering point 1 of ISP A) wants to purchase a QoS contract from 1 to 5. The

ISP can offer various “shortest” QoS contracts. For example, the route 1-2-4-5

is the most cost-efficient contract path (i.e. (10Mb/s*2hrs + 100Mb/s*3hrs +

60Mb/s*24)/($10 + $110 + $250) = 27.2Mb/s*hr/$), while the 1-3-5 route is

better in terms of QoS. ISPs can factor in their financial goals when calculat-

ing these “shortest” QoS contract paths. The 1-2-4-5 route gives a maximum of

10Mb/s QoS offering capability from 1 to 5, and thus the ISP will have to sell

the other purchased contracts as part of other e2e contracts or negotiate with

each individual contract link owner. Similarly, the user X tries to maximize its

goals by selecting one of the offered QoS contracts to purchase from 1 to 5. Let’s

say that the ISP offers user X two options as: (i) using the route 1-2-4-5 with

10Mb/s capacity, 2hrs term, starting in 5hrs with a price $15, and (ii) using the
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Figure 1.3 Path-vector contract routing.

route 1-3-5 with 20Mb/s capacity, 1hr term, starting in 30mins with a price $6,

and user X selects the 1-3-5 route. Then, the ISP starts a signaling protocol to

reserve the 1-3 and 3-5 contract links, and triggers the flooding of contract link

updates indicating the changes in the contract routing tables.

One issue that will arise if an ISP participates in many peering points

is the explosion in the number of “contract links”, which will trigger more

flooding messages into the link-state routing. However, the number of contract

links can be controlled by various scaling techniques, such as focussing only

on the longer-term contracts offered between the major peering points and
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aggregating contract-link-states “region-wise”. Also, in our proposed link-state

contract routing floods only need to be performed if there is a significant change

on contracting terms or in the internal ISP network conditions. However, in

traditional link-state routing, link-states are flooded periodically regardless if

any change has happened.

Micro-level operations: Path-vector contract routing

To provide enough flexibility capturing more dynamic technical and economi-

cal behaviors in the network, it is possible to design contract routing that oper-

ates at short time-scales, i.e., tens of minutes. This time-scale is reasonable as cur-

rent inter-domain BGP routing operates with prefix changes and route updates

occurring at the order of a few minutes [11]. Further, an ISP might want to adver-

tise a spot price for an g2g contract to a subset of other ISPs instead of flooding

it to all. Similarly, a user might want to query a specific contracting capabil-

ity for short-term and involving various policy factors. Such on-demand reactive

requests cannot be adequately addressed by the link-state contract routing.

Just like BGP composes paths, e2e contract paths can be calculated in an on-

demand lazy manner. In our design, each ISP has the option of initiating contract

path calculations by advertising its contract links to its neighbors. Depending

on various technical, financial, or policy factors, those neighbors may or may not

use these contracts in composing a two-hop contract path. If they do, then they

advertise a two-hop contract path to their neighbors. This path-vector composi-

tion process continues as long as there are participating ISPs into the contract

paths. Users or ISPs receiving these contract paths will have the choice of using

them or leaving them to invalidation by the time the contract path term expires.

Provider Initiates: Figure 1.3(a) shows an example scenario where a provider

initiates contract-path-vector calculation. ISP C announces two short term

contract-path-vectors at peering points 3 and 4. The ISPs B and A decides

whether or not to participate in these contract-path-vectors, possibly with addi-

tional constraints. For example, ISP B reduces the capacity of the initial path-

vector to 20Mb/s and increases its price to $11. Though each ISP can apply

various price calculations, in this example ISP B adds $5 for its own contract

link 2-4 on top of the price of the corresponding portion (i.e., $9*20/30 = $6)

of the contract link 4-5 coming from ISP C. Similarly, ISP A constrains the

two contract-path-vector announcements from ISPs B and C at peering points

2 and 3 respectively. Then, ISP A offers the two contract-path-vectors to the

user X, who may choose to use the 1-5 short-term QoS path. In this path-vector

computation scheme, whenever an ISP participates in a contract it will have to

commit the resources needed for it, so that the users receiving the contract path

announcements will have assurance in the e2e contract. Therefore, ISPs will have

to decide carefully as potential security and trust issues will play a role. This

game theoretic design exists in the current BGP inter-domain routing. In BGP,

each ISP decides which route announcements to accept for composing its routes

depending on policy, trust, and technical performance.
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User Initiates: Users may query for an e2e short-term contract path with

specific QoS parameters which do not exist in the currently available path-vector.

This kind of design can potentially allow involvement of end users into the process

depending on the application-specific needs. For example, in Figure 1.3(b), user

X initiates a path-vector calculation by broadcasting a “contract-path request”

to destination 5 with a capacity range 10-30Mb/s, term range 15-45mins with up

to $10 of total cost. This contract-path request gets forwarded along the peering

points where participating ISPs add more constraints to the initial constraints

identified by the user X. For example, ISP B narrows the term range from 15-

30mins to 20-30mins and the capacity range from 15-30Mb/s to 15-20Mb/s while

deducting $4 for the 2-4 contract link of its own from the leftover budget of $8.

Such participating middle ISPs have to apply various strategies in identifying

the way they participate in these path-vector calculations. Once ISP C receives

the contract-path requests, it sends a reply back to user X with specific contract-

path-vectors. The user X then may choose to buy these contracts from 1 to 5

and necessary reservations will be done through more signaling.

1.3 A contract link: Bailouts and forwards

From a services perspective, one can define a contract as an embedding of three

major flexibility [6] in addition to the contracting entities (i.e., buyer and seller):

(i) performance component, (ii) financial component, and (iii) time component.

The performance component of a contract can include QoS metrics such as delay

or packet loss to be achieved. The financial component of a contract include

various fields to aid financial decisions of the entities related with value and

risk tradeoffs of the contract. The basic fields can be various prices, e.g., spot,

forward, and usage-based. Interesting financial component fields can be designed

to address financial security and viability of the contract, e.g., whether or not

the contract is insured or has money-back guarantees. The time component can

include operational time-stamp (e.g., contract duration, insured period when

money-back guarantee expires) which are useful for both technical decisions by

network protocols and economic decisions by the contracting entities. Note that

all the three components operate over an aggregation of several packets instead of

a single packet. For the potential scalability issues, this is the right granularity for

embedding economic tools into network protocols rather than at finer granularity

of packet level, e.g., per-packet pricing.

In this section, we first formally define a forward contract and a BFC, and

then present mathematical formalization for determining the price of a bailout

forward contract (BFC) [6]. A bailout forward is useful for a provider since it

eliminates the risk of demand for bandwidth in the future without imposing

a binding obligation to meet the contract if the network cannot support it. A

customer of a bailout forward contract locks in the bandwidth required in future,

but obtains the bandwidth at a discount. The discount is provided since the
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customer shares the risk of the scenario that if the network is congested at the

future time, the contracted bandwidth may not be delivered due to the bailout

clause. The customer may choose not to purchase a forward, but in that case runs

the risk of not being able to obtain the necessary bandwidth at the future time

due to congestion or price reasons. Therefore, constructing and offering bailout

forwards is beneficial for both providers and customers.

1.3.1 Bailout forward contract (BFC)

A forward contract is an obligation for delivering a (well-defined) commodity (or

service) at a future time at a predetermined price - known as the ‘Forward Price’.

Other specifications of the contract are Quality Specification and Duration (start

time – Ti, and end time – Te, for the delivery of a timed service).

In the case of a capacitated resource underlying a forward contract, restrictions

may be necessary on what can be guaranteed for delivery in future. A key factor

that defines the capacity of the resource is used to define the restriction. A bailout

clause added to the forward contract releases the provider from the obligation of

delivering the service if the bailout clause is activated, i.e. the key factor defining

the capacity rises to a level making delivery of the service infeasible. A set up is

essential for the two contracting parties to transparently observe the activation

of the bailout clause in order for the commoditization of the forward contract

and elimination of moral hazard issues. The forward price associated with a

bailout forward contract takes into account the fact that in certain scenarios the

contract will cease to be obligatory.

Creation and pricing of a bailout forward contract on a capacitated resource

allows for risk segmentation and management of future uncertainties in demand

and supply of the resource. Contracts are written on future excess capacity at

a certain price, the forward price, thus guaranteeing utilization of this capacity;

however if the capacity is unavailable at the future time, the bailout clause allows

a bailout. Therefore, it hedges the precise segment of risk. The price of the bailout

forward reflects this.

1.3.2 Formalization for pricing a bailout forward contract (BFC)

For pricing a bailout forward, we first need to define the price of spot contracts

on which the forward is defined. The spot prices reflect present utilization of

the network and price the contract using a nonlinear pricing kernel to promote

utilization and cost recovery. The risks underlying the spot contract prices are

key determinants for formulating the pricing framework for the bailout forward

contract. Appropriate modeling abstractions are necessary.

In our “contract” abstraction of the network, a contract is defined unidirection-

ally between two end points in the network (between an ingress edge point and

an egress edge point, in case of a single domain) instead of the traditional point-

to-anywhere contracting scheme of the Internet. We model the time-dependent
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demand for the spot contract, µt, and the available capacity on this contract,

At, where µt < At. Price of the spot contract is a non-linear transformation,

St = P (µt, At). A predictive model for At is used as the bailout factor to define

the bailout condition and to price the BFCs. Therefore, the forward price, Ft,

is a function of the spot contract price, predicted future available capacity, and

parameters that define the bailout term.

We model the time-dependent demand for the spot contract as follows,

dµt = γ(m− µt)dt+ b1µtdW
1

t , (1.1)

and the available capacity on the contract path as,

dAt = β(A−At)dt+ b2AtdW
2

t , (1.2)

where the two Wiener processes are taken to be uncorrelated. Parameters in the

evolution equations include the long-run mean,m and A, the volatility constants,

b1 and b2, and γ and β are rate of reversion to the long-run mean.

A specific choice of demand profile results in the spot price to be the following

function of µt and At,

St = P (
µt

At
) =

∫ µt/At

0

p(q)dq, (1.3)

where p(q) is the nonlinear pricing kernel, obtained as,

p(
µt

At
) =

c+ (1− µt

At

)× α

1 + α
. (1.4)

Parameters c and α are the marginal cost and the Ramsey number, respectively.

Ramsey number captures the extent of monopoly power the provider is able to

exert [13], where α = 0 corresponds to a perfect competition, and marginal price

is the marginal cost. If f(St, t) is the price of a bailout forward at some time

t, then by the standard derivative pricing derivation for any derivative defined

on the spot contract, St, gives that f(St, t) should satisfy the following partial

differential equation

∂f

∂t
+

1

2
p2(

µt

At
)(b2

1

µ2

t

A2
t

+ b2
2
A2

t )
∂2f

∂S2
+

∂f

∂St
rSt − rf = 0, (1.5)

along with the end condition,

f(ST , T ) = (ST − F )I{AT>Th}, (1.6)

where T is the time of delivery of service in future, F is the forward price, and

I is the indicator function for no bailout defined in terms of a threshold level,

Th [12]. The r in the partial differential equation is the short-term, risk-free

interest rate. The solution of the above equation is obtained as follows,

f(S0, 0) = E[e−rT (ST − F )I{AT>Th}]. (1.7)

Since initially there are no payments, only the forward price is determined, we

obtain the forward price, F , by equating the above equation to zero and solving
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for F

F =
1

P (AT > Th)
E[ST I{AT>Th}], (1.8)

where St in the risk-neutral world evolves by the process,

dSt = rStdt+ p(
µt

At
)
b1µt

At
dW 1

t − p(
µt

At
)
b2µt

At
dW 2

t . (1.9)

Multiple edge-to-edge (g2g) BFC definition and management

To capture a realistic network topology, we will need to generalize from a single

g2g contract abstraction of the network to a set of g2g contracts. In the “multiple

contracts” abstraction that we describe next, we model the pair-wise interaction

of available capacities of g2g contracts to denote the intensity of overlap between

the contracts. In this abstraction, the time-dependent demand for spot contract

on each contract is modeled by, µi
t, the available capacity on each contract is

modeled by, Ai
t, and the price of the spot contract is a non-linear transformation,

Si
t = f(µi

t, A
i
t). The key difference in models used in the single g2g contract link

case is the intensity of overlap, ρijt , which models the correlation between the

contracts. The predictive model for Ai
t, used as the bailout factor to define and

price the BFCs on each g2g path of the network, utilizes the intensity of overlap

as follows

dAi
t = βi(A

i
−Ai

t)dt+ bi
2
Ai

tdW
2i
t , (1.10)

where the intensity of overlap describing the correlation between available capac-

ity on each g2g path is captured by correlation between the driving Wiener

processes as,

dW 2idW 2j = ρijdt, (1.11)

where ρij is the intensity of overlap describing the shared resources between

path i and path j. As before, A
i
is the long-run mean, bi

2
is the volatility constant,

and βi is the rate of reversion to the long-run mean.

With rest of the derivation as before, we obtain the forward price for contract

link i, F i, to be as follows.

F =
1

P (Ai
T > Thi)

E[Si
T I{Ai

T
>Thi}], (1.12)

where Si
t in the risk-neutral world evolves by the process,

dSi
t = rSi

tdt+ p(
µi
t

Ai
t

)
bi
1
µi
t

Ai
t

dW 1i
t − p(

µi
t

Ai
t

)
bi
2
µi
t

Ai
t

dW 2i
t . (1.13)

Therefore, the forward price of a g2g path is modified to the extent evolution

characteristic of Ai
t is affected by variability in the available capacity in other

g2g paths. To evaluate the risk involved in advertising a particular g2g contract,

knowledge of the interactions among crossing flows within the underlying network
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is crucial. As discussed before, we develop our multiple g2g BFC terms based on

the assumption that an intensity of overlap, ρij , abstractly models the correlation

between flows i and j. High correlation means that flows i and j are tightly

coupled and share more of the network resources on their paths.

We model the correlation between flows i and j as:

ρij = Ulink ×

(

τi
τi + τj

)

where τk is the portion of bandwidth that flow k can have according to max-min

fair share among all flows passing through the common bottleneck link, and Ulink

is the utilization of the bottleneck link. Note that this formula takes into account

the asymmetric characteristic of overlaps arising due to the unequal amounts of

traffic that flows generate. The max-min bandwidth share can be calculated using

well known techniques like the “bottleneck” algorithm described in [2].

1.3.3 Bailout forward contract (BFC) performance evaluation

Our performance study attempts to reveal answers to the following questions:

r Robustness of g2g BFCs: What is the probability that a g2g BFC will break

due to a link/node failure in the ISP’s network?
r Efficiency of Network QoS: There is a tradeoff between the risk undertaken to

provide a better service (e.g., longer contracts with larger capacity promise)

and the loss of monetary benefit due to bailouts. In comparison to simple

contracting, what are the additional expected revenues, profits, or losses of

the ISP due to BFCs?

Network model

In our experimental setup, we first devise a realistic network model with router-

level ISP topologies obtained from Rocketfuel [9], shortest-path intra-domain

routing, and a gravity-based traffic matrix estimation. We assume that the QoS

metric of BFCs is the g2g capacity. We focus on developing our network model

to reflect a typical ISP’s backbone network. We first calculate a routing matrix

R for the ISP network from the link weight information, using the shortest path

algorithm. With a realistic traffic matrix T , we can then calculate the traffic

load pertaining to individual links by taking the product of T and R. We use

this realistic network model to identify a demand (i.e., µ) and supply (i.e., A)

model, which we use to develop multiple g2g BFCs.

We obtain the topology information (except the link capacity estimation) from

the Rocketfuel [9] data repository which provides router-level topology data for

six ISPs: Abovenet, Ebone, Exodus, Sprintlink, Telstra, and Tiscali. We updated

the original Rocketfuel topologies such that all nodes within a PoP (assuming

that a city is a PoP) are connected with each other by adding links to construct

at least a ring among routers in the same PoP. We estimated the capacity of

the links between routers i and j as Ci,j = Cj,i = κ[max(di, dj)] where di, dj are
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the BFS (breadth-first-search) distances of nodes i,j, when the minimum-degree

router in the topology is chosen as the root of the BFS tree, and κ is a decreasing

vector of conventional link capacities.

We choose κ[1] = 40Gb/s, κ[2] = 10Gb/s, κ[3] = 2.5Gb/s, κ[4] = 620Mb/s,

κ[5] = 155Mb/s, κ[6] = 45Mb/s, and κ[7] = 10Mb/s. The intuition behind this

BFS-based method is that an ISP’s network would have higher capacity and

higher degree links towards center of its topology.

To construct a reasonable traffic matrix, we first identify the edge routers from

the Rocketfuel topologies by picking the routers with smaller degree or longer

distance from the center of the topology. To do so, for each of the Rocketfuel

topologies, we identified Degree Threshold and BFS Distance Threshold values

so that the number of edge routers corresponds to 75-80% of the nodes in

the topology. We then use gravity models [7] to construct a feasible traffic

matrix composed of g2g flows. The essence of the gravity model is that the

traffic between two routers should be proportional to the multiplication of the

populations of the two cities where the routers are located. We used CIESIN [1]

dataset to calculate the city populations, and generated the traffic matrices such

that they yield a power-law behavior in the flow rates as was studied earlier [7].

Model analysis

In the Rocketfuel’s Exodus topology, we used data for a total of 372 g2g paths

to calibrate the mathematical model for developing the definition and pricing

of BFCs. It is possible to apply the price analysis to a much larger set of g2g

paths, however we select a relatively smaller set of paths for ease of presentation.

For these paths, we use summary statistics for available capacity and demanded

bandwidth, such as means and standard deviations, to calibrate the models.

We begin our model based analysis of the BFC framework by analyzing single

g2g paths. For a single g2g path, we display sample paths for evolution of avail-

able capacity, demanded bandwidth, price of the spot contracts in panels (i)-(iii)

of Figure 1.4. Based on a calibrated model for demand, available capacity and

spot prices given by the derivation of Section 1.3.2, we determine the price of

BFCs for a range of choice of the thresholds defining the bailout. The probability

of bailout, plotted in panel (iv) of Figure 1.4, shows an increasing trend with an

increasing threshold level, as expected. The thresholds are defined in terms of a

low percentile of the distribution of available capacity.

We report price of the BFC for a sample of 5 g2g paths in Figure 1.5, deter-

mined within the single g2g framework of Section 1.3.2. The BFC delivers service

5 days in future with the threshold for bailout set at 15th percentile of available

capacity. The objective in this display is to indicate how the forward prices com-

pare with the spot contract prices. On average the forward prices remain slightly

above the spot price at maturity, however the risk in future spot prices entails

that the forward prices will be below future spot prices by a probability exceed-

ing 45% (see the 4th column in Figure 1.5). We also indicate for these 5 g2g
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Figure 1.4 (i) One sample demand evolution for the next 5 days; (ii) Available
capacity evolution for next 5 days; (iii) Price of spot contract; (iv) Probability of
bailout as function of Threshold.

Link Forward Prices E[ST] Prob{ST>F} Prob{AT<Th}

1 0.20609 0.20305 0.502 0.09

2 0.27162 0.24982 0.449 0.065

3 0.21293 0.21213 0.486 0.079

4 0.25039 0.24825 0.477 0.094

5 0.22177 0.21211 0.465 0.093

Th = 15%

Figure 1.5 Sample BFC prices for five g2g paths.

paths, the probability of BFCs to bailout in the last column. For these paths,

the probability of bailout is well-bounded by 10%.

We next implement the multiple g2g path framework for BFC pricing to ana-

lyze the effect of interaction between paths captured in terms of the intensity of

overlap, ρij . The forward price of a set of 372 paths is determined and plotted

in a histogram in Figure 1.6(a). As the histogram suggests, although there is

variability in forward prices across the set of paths, many of the paths pick a

forward price in a similar range, in this case approximately around 0.25. This

suggests that a unique forward price for each of the thousands of g2g paths in a

topology may be an overkill, and hence, directs us to a much desired simplicity

in the forward pricing structure.
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Figure 1.6 1000 simulations of 372 g2g BFC paths: (a) Histogram of forward prices,
(b) Histogram for bailout fraction

Bailout characteristics is the next important feature to study to evaluate

the BFC framework. We plot the fraction of 372 g2g paths bailing out in 1000

runs of simulation in a histogram in Figure 1.6(b). The mean fraction of g2g

paths bailing out from this histogram is 0.16403, or 16.4%. To highlight which

specific paths bail out in these simulation runs, we also plot the number of

times each link bails out in the 1000 runs of simulation in Figure 1.7(a). There

are a few paths that clearly stand out in bailing out most frequently, marking

the ’skyline’, while most of the paths cluster in the bottom. Another important

measure of performance is how much revenue is lost when the BFC on a g2g

path bails out. This is shown also by each g2g link in Figure 1.7(b). Clearly, the

pattern of clusters here will be similar to Figure 1.7(a), however the height of

the bars is a function of the forward price of each g2g path and how frequently

it bailed out in the runs of simulation.

Network analysis

In the previous subsection we showed how our multiple g2g BFC definitions can

perform when traffic demand and g2g available capacity processes may change.

We studied the performance under three different failure modes, each correspond-

ing to a major link failure in the Exodus topology.

To test viability of our BFC definitions, we evaluate the performance of our

BFCs when a failure happens in the underlying network, i.e., Exodus. Specifically,

we take the baseline BFC definition and identify the fraction of g2g BFCs getting

invalidated (i.e., to be bailed out) due to a link failure in the underlying network

topology. Notice that this analysis conservatively assumes no a priori knowledge

of the failure scenarios.

To perform the analysis we take down each link of the Exodus topology one

by one. After each link failure, we determine the effective g2g capacity each BFC

will be able to get based on max-min fair share (and equal share with the excess
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Figure 1.7 1000 simulations of 372 g2g BFC paths: (a) The number of times each BFC
path fails, (b) The amount of revenue lost for each path failure.
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Figure 1.8 Histogram of the fraction of g2g paths bailing out after a link failure in
Exodus network. The average fraction of bailed out BFCs is 27.6%.

capacity). We then compare this effective g2g capacity with the bailout capacity

thresholds identified for each g2g BFC. Figure 1.8 shows the distribution of the

fraction of bailed out BFCs after a link failure in the Exodus network. The

distribution roughly follows a similar pattern observed in Figure 1.6(b) which

was obtained under a dynamic demand-capacity pattern. The results clearly

show that our abstraction of intensity of overlap can be practically used to ease

the process of pricing multiple g2g BFCs. This is also evident from the average

bailout fraction being close to the one we obtained from the model analysis, i.e.,

16.4%. Another key observation here is that our multiple g2g BFC definitions are
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pretty robust and can survive even over a very hub-and-spoke network topology

such as Exodus’.

The reason why our network analysis results in an approximately 11% higher

bailout rate is due to the fact that intensity of overlap abstraction does leave

out some of the realistic situations for the sake of easing the multiple g2g BFC

pricing computations. One reasonable strategy to follow can be to define BFC

terms with more conservative values than the ones obtained based on intensity

of overlap approximations.

1.4 Summary

The current Internet architecture needs increased flexibility in realizing value

flows and managing risks involved in inter-domain relationships. To enable such

flexibility, we outlined the contract-switching paradigm that promotes using

contracts overlaid on packet-switching intra-domain networks. In comparison

to packet-switching, contract-switching introduces more tussle points into the

architecture. By routing over contracts, we showed that economic flexibility can

be embedded into the inter-domain routing protocol designs and this framework

can be used to compose e2e QoS-enabled contract paths. Within such a “con-

tract routing” framework, we also argued that financial engineering techniques

can be used to manage risks involved in inter-domain business relationships.

Since e2e contracts can be composed by concatenating multiple single-domain

g2g contracts, we discussed the fundamental pricing and risk management princi-

ples that must guide g2g contracting, including the notions of forward contracts

and bailout options. In the proposed contracting mechanism, a network service

provider can enter into forward bandwidth contracts with its customers, while

reserving the right to bail out (for a pre-determined penalty) in case capacity

becomes unavailable at service delivery time. The proposed risk-neutral con-

tract pricing mechanism allows the ISPs to appropriately manage risks in offer-

ing and managing these contracts. In the proposed architecture, providers can

advertise different prices for different g2g paths, thereby providing significantly

increased flexibility over the current point-to-anywhere prices. Experimentations

on a Rocketfuel-based realistic topology shows that our g2g bailout contracting

mechanism is quite robust to individual link failures in terms of the bailout

fraction and revenue lost.
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