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End-to-End Routing Behavior in the Internet

Vern Paxson

Abstract—The large-scale behavior of routing in the Internet of the behavior of Internet routes in general. In addition,
has gone virtually without any formal study, the exceptions hecause we have end-to-end routing measurements from two
being Chinoy's analysis of the dynamics of Internet routing gitferent periods, from the data we can also gain some insight
information, and recent work, similar in spirit, by Labovitz, . ! . .

Malan, and Jahanian. We report on an analysis of 40 000 end-to- into how _routlng behavior Cf_langes oyer time.

end route measurements conducted using repeated “traceroutes”  In Sections Il and I1I, we give overviews of related research
between 37 Internet sites. We analyze the routing behavior for and how routing works in the Internet. In Section IV, we
pathological conditions, routing stability, and routing symmetry.  discuss the experimental and statistical methodology for our
For pathologies, we characterize the prevalence of routing loops, analysis. Section V gives an overview of the participating sites

erroneous routing, infrastructure failures, and temporary out- . . .
ages. We find that the likelihood of encountering a major routing 2nd the raw data. We classify a number of routing pathologies

pathology more than doubled between the end of 1994 and the iN Section VI including routing loops, rapid routing changes,
end of 1995, rising from 1.5% to 3.3%. For routing stability, erroneous routes, infrastructure failures, and temporary out-

we define two separate types of stability, “prevalence,” meaning ages. We find that the likelihood of encountering a major

i overal keihoed hat « partcul ot s encountered 204 routing pathology more than doubled between the end of 1994
P y 9 and the end of 1995, rising from 1.5 to 3.3%.

a long period of time. We find that Internet paths are heavily . g .
dominated by a single prevalent route, but that the time periods ~ After removing the pathologies, we analyze the remaining
over which routes persist show wide variation, ranging from measurements to investigate routing stability (Section VII) and

seconds up to days. About two-thirds of the Internet paths had symmetry (Section VIII), summarizing our findings in Section
routes persisting for either days or weeks. For routing symmetry,

we look at the likelihood that a path through the Internet visits
at least one different city in the two directions. At the end of
1995, this was the case half_ the time, and at least one different ll. RELATED RESEARCH
autonomous system was visited 30% of the time.
o . The problem of routing traffic in communication networks

Index Terms—Communication system routing, computer net- . .

works, computer network performance, computer network relia- NaS been studied for well over 20 years [43]. The subject has
bility, failure analysis, internetworking, stability. matured to the point where a number of books have been
written thoroughly examining the different issues and solutions
[18], [34], [45].

A key distinction we will make is that between routing
HE large-scale behavior of routing in the Internet hasrotocols(by which we mean mechanisms for disseminating
gone virtually without any formal study, the exceptionsouting information within a network and the particulars of

being Chinoy’s analysis of the dynamics of Internet rouRiow to use that information to forward traffic) and routing
ing information [7], and recent work, similar in spirit, bybehavior (meaning how in practice the routing algorithms
Labovitz, Malan, and Jahanian [21]. In this paper, we anperform). This distinction is important because while routing
lyze 40000 end-to-end route measurements conducted ugingtocols have been heavily studied, routing behavior has not.
repeated “traceroutes” between 37 Internet sites. The mairThe literature contains many studies of routing protocols. In
questions we strive to answer are: What sort of pathologiaddition to the books cited above, see, for example, discussions
and failures occur in Internet routing? Do routes remain statwé the various ARPANET routing algorithms [20], [24], [25];
over time or change frequently? Do routes frotrto B tend the Exterior Gateway Protocol used in the NSFNET [40] and
to be symmetric (the same in reverse) as routes bt A? the Border Gateway Protocol (BGP) that replaced it [37], [38],
Our framework for answering these questions is the me@7], [48]; the related work by Estrigt al. on routing between
surement of a large sample of Internet routes between a numagministrative domains [6], [13]; Perlman and Varghese's
of geographically diverse hosts. We argue that the set of routiscussion of difficulties in designing routing algorithms [32];
is large enough to offer a plausibly representative cross-sectieering and Cheriton’s seminal work on multicast routing
[10]; Perlman’s comparison of the popular OSPF and IS-IS
Manuscript received July 17, 1996; revised May 30, 1997; approvddf0tocols [33]; and Baranset al. survey of routing techniques
by IEEE/ACM TransacTIoNs oN NETworkinG Editor C. Partridge. This for very high speed networks [2].
work was supported by the Director, Office of Energy_ Research, O_ffice of For routing behavior, however, the literature contains con-
Computational and Technology, Research, Mathematical, Information, and . . .
Computational Sciences Division of the U.S. Department of Energy und%‘derably fewer studies. Some of these are based on simulation,
Contract DE-AC03-76SF00098. such as Zaumen and Garcia-Luna Aceves’ studies of rout-
The author is with the Network Research Group, Lawrence Berkelqﬁg behavior on several different wide-area topologies [50],
National Laboratory, University of California, Berkeley, CA 94720 USA (e- . ) . -
mail: vern@ee.Ibl.gov). and Sidhuet al’s simulation of OSPF [44]. In only a few
Publisher Item Identifier S 1063-6692(97)07195-1. studies do measurements play a significant role: Rekhter and
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Chinoy’s trace-driven simulation of the tradeoffs in using in- [ll. ROUTING IN THE INTERNET
terautonomous system routing information to optimize routing g, routing purposes, the Internet is partitioned into a

within a single autonomous system [35]; Chinoy’s study Qfijoint set ofautonomous systentaS's) [40]. Originally, an

the dynamics of routing information propagated inside theg'\yas a collection of routers and hosts unified by running
NSFNET infrastructure [7]; Floyd and Jacobson's analysis gingle “interior gateway protocol” (IGP). Over time, the
of how periodicity in routing messages can lead to globglyion has evolved to be essentially synonymous with that of
synchronization among the routers [15]; and a recent analygigministrative domaitil7], in which the routers and hosts are
by Labovitz, Malan, and Jahanian of Internet routing instabilityitieq py a single administrative authority, and a set of IGPs.
as seen in the BGP routing information recorded at populgpting between autonomous systems provides the highest-
exchange points [21]. level of Internet interconnection. RFC 1126 outlines the goals

This is not to say that studies of routing protocols ignorg,q requirements for inter-AS routing [22], and [36] gives an
routing behavior. But the presentation of routing behavior if),arview of how inter-AS routing has evolved.
the protocol studies is almost always qualitative. Furthermore,g5p currently in its fourth version [37], [38], is now

of the measurement studies only Chinoy’s and that of Labovilze petween all significant AS’s [47]. BGP allows arbitrary

et al. are devoted to characterizing routing behavior in-thesiarconnection topologies between AS's, and also provides

large. a mechanism for preventing routing loops between AS’s
Chinoy found that for those routers that send updates R%ection VI-A).

riodically regardless of whether any connectivity information 1 key to whether use of BGP will scale to a very

has changed, the vast majority of the updates contain n0 Nefe |nternet lies in thetability of inter-AS routing [48]. If
information. He also found that most routing changes occur @ tes petween AS's vary frequently—a phenomenon termed
the_edges pf the network gnd not along its “backbone.” Outag%pping" [12]—then the BGP routers will spend a great deal
during which a network is unreachable from the backbong their time updating their routing tables and propagating the
span a large range of time, from a few minutes to & NUMBEYting changes. Dalily statistics concerning routing flapping
of hours. Finally, most networks are nearly quiescent, while g, 4vailable from [27].

few exhibit frequent connectivity transitions. It is important to note that stable inter-AS routing does

Labovitz et al. found that pathological BGP routing up-g, arantee stable end-to-end routing, because AS’s are large
dates—such as withdrawing a route already withdrawn, @psities capable of significant internal instabilities.
sending an update that replaces a route with itself—are so

common that the total volume of BGP routing updates is 1-2
orders of magnitude higher than necessary. They also found
that routing instability is clearly correlated with network load; !N this section, we discuss the methodology used in our
that instabilities have a wide range of causes, and are not dijedy: the measurement software; the utility of sampling at
simply to a single or few poorly engineered providers; th&xponentially distributed intervals; which aspects of our data
instabilities and updates exhibit 30s and 60s periodicities; afit¢ Plausibly representative of Internet traffic and which not;
that, excluding the pathological updates, 80% of Internet rout@dd some problems with our experimental design.
exhibit a high degree of stability. For brevity we assume that the reader is familiar with the
Both of these studies concern how routing informatioworkings of thetraceroute utility for measuring Internet
propagateinsidethe network. It is not obvious, however, howoutes ([19]; see [46] for detailed discussion).
these dynamics translate into the routing dynamics seen by an
end user. An area noted by Chinoy as ripe for further studyAs Experimental Apparatus
“the end-to-end dynamics of routing information.” We conducted our experiment by recruiting a number of
We will use the termvirtual path to denote the network- |nternet sites (see Table I) to run a “network probe daemon”
level abstraction of a “direct link” between two Internet host§NPD) that provides several measurement services. These
For example, when Internet host wishes to establish a NPD's were then contacted at exponentially distributed in-
network-level connection to hod#, as far asA is concerned tervals by a control program, “npebntrol,” running on our
the network layer provides it with a link directly t8. We |ocal workstation, and asked to measure the route to another
will denote the notion of the virtual path from to B as NPD site usingtraceroute . A key property of the NPD
A= B. framework is that it exhibitsV? scaling: if the framework
At any given instant in time, the virtual path = B is consists ofN sites, then the framework can meas@eN?)
realized at the network layer by a singleute, which is a |nternet paths between the sites. This scaling property means
sequence of Internet routers along which packets sentl bythat a fairly modest (in terms d¥) framework can potentially
and destined fo3 are forwarded. Over time, the virtual pathobserve a wide range of Internet behavior.
A = B may oscillate between different routes, or it may be For our first set of measurements, ternf2d we measured
quite stable (Section VII). Chinoy’s suggested research areaigch virtual path between two of the NPD sites with a mean
then: given two hostsi and B at the edges of the network,interval of 1-2 days. For the second set of measurements,
how does the virtual patd = B behave? This is the questionp, we made measurements at two different rates: 60% with

we explore in our study. a mean intermeasurement interval of 2 h, and 40% with an
A longer version of this study is available as Part | of [31Jmean interval of about 2.75 days.

IV. METHODOLOGY



PAXSON: END-TO-END ROUTING BEHAVIOR IN THE INTERNET

TABLE |
SITES PARTICIPATING IN THE STUDY

603

were independent and exponentially distributed. Doing so
gains two important (and related) properties. The first is that

((Name T Description the measurements corresponddtilitive random samplings].
adv GdYa"C?d N;‘;AVO;E & Sefj\icetsv fl\,fmmks NY Such sampling is unbiased because it samples all instantaneous
t niversity o elbourne, Austrahia . . o .
zﬁzt; Un;vershiofNewcasﬂe‘ Austalia signal va_\lues with equal probabl!lty. The secon_d important
batman | National Center for Atmospheric Research, Boulder, CO property is that the measurement times form a Poisson process.
bnl Brookhaven National Lab, NY . P . .
. — - This means that Wolff PASTA principle—“Poisson Arrivals
bsdi Berkeley Software Design, Colorado Springs, CO . .
connix | Caravela Software, Middlefield, CT See Time Averages’—applies to our measurements: asymp-
i‘:i‘l’a I};\?;de‘i’r‘)‘hvi:“;‘r{;rizm"“dgc’ MA totically, the proportion of our measurements that observe a
korea Pohang’ Trstitutc of Science and Technology, South Korea given state is equal to the amount of time that the Internet
w Lawrence Berkeley Lab, G - CA spends in that state [49]. Two important points regarding
1 computer connectcd via N ,
id MiDnet, fimm, NE Wolff's theorem are: 1) the observed process dnesneed
mit Massachusetts Institute ochchnology,Cf;lmgid;éjy MC% to be Markovian; and 2) the Poisson arrivals need not be
ncar National Center for Atmospheric Research, Boulder, h . .
: omogeneou$49, Section 3]. This last property means that
near NEARnet, Cambridge, Massachusetts S
nrao National Radio Astronomy Observatory, Charlotiesville, VA we can compare time averages computedorand D> even
oce Oce-van der Grinten, Venlo, The Netherlands . . .
panix Public Access Networks Corporation, New York, NY thOUgh their sam_plmg rates differed. .
pubnix | Pix Technologies Corp., Fairfax, VA The only requirement of the PASTA theorem is that the
faig, gAgT‘e‘I;I":?“‘a']"t (gchg,""mo e observed process canrantticipateobservation arrivals. There
sandlia andia Nationa ab, L1vel e, . . . . . .
sdsc San Diego Supercomputer Center, CA is one respect in which our measurements fail this require-
S%nteg gmﬁvmity 0? ?Oflg:e?m’ zorway ment. Even though our observations come exponentially dis-
t ntversity of Trondheim, Norwa; . .. .
R Toreational Menlo-Pack. CA tributed, the networlcan anticipate arrivals as follow&\Vhen
ucl University College, London, U<K-l the network has lost connectivity between the site running
ucla University of Califomnia, Los Angeles « , . . .
et University of Colorado, Boulder npd_control and a site potentlally conducting &ace- _
uke University of Kent, Canterbury, UK. route , the network can predict thaho measurement will
umann || University of Mannheim, Germany occur. The effect of this anticipation is a tendencyunderes-
umont University of Montreal, Canada i o
unij University of Nijmegen, The Netherlands timate the prevalence of network connectivity problems (see
usc Un?versity of Southern California, Los Angeles also Sections IV-D and V)
ustutt University of Stuttgart, Germany
wustl Washington University, St. Louis, MO ) X
xor XOR Network Engineering, East Boulder, CO C. How Representative are the Observations?

Thirty-seven Internet hosts participated in our routing study.
This is a miniscule fraction of the estimated 6.6 million

The D, interval was chosen so that each NPD would malfﬁternet hosts as of July 1995 [23]; so clearly, behavior we
measurement on average of once every tw

a traceroute Shserve that is due to the particular endpoint hosts in our study

hours.. As we added NPD sites to the exp.erlment, the r'%‘éenot plausibly representative. Similarly, the 34 different stub
at which an NPD made measurements tpaaticular remote

. . L nefworks to which these hosts belong are also a miniscule
NPD site decreased, in order to maintain the average Ioadf;% g

X ction of the more than 50000 known to the NSFNET in
one measurement per two hours, which led to the range of 1A_\ ril 1995 [26].
days in the mean measurement interval. Vp°r.‘ analyzingthe On the other hand, we argue that tlheitesbetween the 37
data, we realized that such a large Sa".‘p"”g mterva] would .r]%sts give us a considerably richer cross-section of Internet
aIIovy'us 0 re§olve a number of questions concerning roumpguting behavior, because they include a nonnegligible fraction
stability (Sectlo_n VIl). Therefore, forD; we a_dopted the .of the AS’s which together comprise the Internet. We expect
fstr‘:cltegy OI makmg mea_surements between pairs of NPD S'fﬁg different routes within an AS to have similar characteristics
n bursts,” with a mean mterv_al of 2 h between measureme .g., prevalence of pathologies, routing stability), because they
in each burst. We also continued to make lower frequen All under a common administration, so sampling a significant

measurements. betwee.r? pairs of sites n order _to gather fhber of AS’s lends representational weight to a set of
to assess routing stability over longer time periods. Over easurements

0 M " n
60% of_the measurements were made in “bursts,” and 4 /oBy analyzing a BGP routing table dump obtained from an
more widely spaced.

The bulk of theD " saired . AS border router, we found that at the timem3 the Internet
€ bulk o 2 Measurements were alpaired,meaning 4 a0t 1000 active AS's. After removing those specific
we would measure the virtual path = B and then imme-

diately measure the virtual patB = A. This enabled us to the router from which we obtained the dump, we found

S . . . that the routes in our study traversed 8% of the remainder.
to resolve ambiguities concerning routing symmetry (Sectign

VIII), which again we only recognized after having capture addition, not all AS's are equal—some are much more
), 9 y 9 g cap é]rominent in Internet routing than others. If we weight each
and analyzed thé; data.

AS by its likelihood of occurring in an AS path, then the AS’s
sampled by the routes we measured comprised about half of
the Internet AS’s by weight.

We devised our measurements so that the time intervalsThus, while we do not claim that our measurements give
between consecutive measurements of the same virtual pasha fully representative view of Internet routing behavior,

B. Exponential Sampling
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we do argue that they reflect a significant cross-section of the
behavior.

a
) ﬂ"» 'harv_,t
fnix_ 1457, conmix

D. Shortcomings of the Experimental Design ,
panix

A legitimate criticism of our study is that it does not provide s
enough analysis of the routing difficulties uncovered, includifngorea
whether these difficulties are fundamental to routing a largQustr2
packet-switched internetwork, or whether they could be fixet?"s"
There are several reasons for this shortcoming worth noting
for those who would undertake similar studies in the future.

The first dlfflcqlty is somewhat inherent to end'to'en‘fiig. 1. Sites participating in routing study—North America and Asia.
measurement: while an end-to-end measurement has the great
benefit of measuring a quantity of direct interest to network
end users, it also has the difficulty of compounding effects In the two experiments, between 5%-8% of thace-
at different hops at the network into a single net effect. Féputes  failed outright (i.e., we were unable to contact
example, when a routing loop is observed, a natural questié¢ remote NPD, executéraceroute  and retrieve its
is: what router is responsible for having created this loof2itput). Almost all of the failures were due to an inability
A measurement study made internal to the network, suhnpdcontrol to contact the remote NPD. For our analysis,
as [21], can attempt to answer this question because the effect of these contact failures will lead to a bias toward
network’s internal state is more visible. But for an end-to-erignderestimatingnternet connectivity failures, because some-
measurement study such as ours, all that is actually visibletifges the failure to contact the remote daemon will result in
thefactthat a loop occurs, with little possibility of determininglosing an opportunity to observe a lack of connectivity between
why,. that site and another remote site (Section 1V-B).

One way to determinevhy a problem exists is to ask those When conducting th®, measurements, however, we some-
running the network. We attempted a great deal of this (sédat corrected for this underestimation pgiring each mea-
Acknowledgment), but this approach does not scale effectiveyrement of the virtual patit = B with a measurement of
for large numbers of problems. the virtual pathB = A, increasing the likelihood of observing

In retrospect, there are two ways in which our experimeﬁHCh failures. In Only 5% of th@g measurement failures was
could be considerably improved. The first is that if NPD'&pd.control unable to contact either host of the measurement
could be given a whole batch of measurement requests (ratﬁ@if-
than just a single request), along with times at which to
perform them, then the underestimation of network problems VI. ROUTING PATHOLOGIES
due to our centralized design (Section 1V-B) could be elimi-
nated. The second is the use of a tool more sophisticated t
traceroute  : one that could analyze the route measureme
in real-time and repeat portions (or all) of the measurement
necessary in order to resolve ambiguities.

We begin our analysis by classifying occurrences of routing
%?hologies—those routes that exhibited either clear, sub-
andard performance, or out-and-out broken behavior. These

ifRlude routing loops (Section VI-A), erroneous routing (Sec-

tion VI-B), rapidly changing routing (Sections VI-C and

VI-D), infrastructure failures (Section VI-E), excessive hops

V. THE RAW ROUTING DATA (Section VI-F), and temporary outages (Sections VI-G).

The first routing experiment was conducted from )
November 8-December 24, 1994. During this time, wa: Routing Loops
attempted 699%raceroutes between 27 sites. We refer In this subsection, we discuss the pathology of a routing
to this collection of measurements &@B;. The second loop. For our discussion, we distinguish between three types
experiment,D,, went from November 3—December 21, 19950f loops: aforwarding loop, in which packets forwarded by a
It included 37097 attemptedraceroutes between 33 router eventually return to the router; aformationloop, in
sites. Both datasets are available from the Internet Traffihich a router acts on connectivity information derived from
Archive, http://www.acm.org/sigcomm/ITA/. Table | lists theinformation it itself propagated earlier; andtraceroute
sites participating in our study, giving the abbreviation wkop, in which atraceroute ~ measurement reports the same
will use to refer to the site, a brief description of the sitesequence of routers multiple times. For our study, all we can
and its location. observe directly arg¢raceroute loops, and it is possible
Fig. 1 shows the locations of the North American site$or atraceroute loop to reflectnot a forwarding loop but
while Fig. 2 shows the different links traversed by the routesstead an upstream routing change that happens to add enough
in our study. TheV? scaling effect is readily apparent—a fewupstream hops that th&aceroute observes the same
dozen sites allow us to study hundreds of paths through thequence of routers as previously. Because of this potential
network. ambiguity, we require &aceroute measurement to show
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Fig. 2. Links traversed durind>; and D,—North American perspective.

the same sequence of routers at lgaste times in order to a lack of good tools for diagnosing network problems, and
be assured that the observation is of a forwarding loop. of adequate feedback mechanisms for informing end users of
In general, routing algorithms are designed to avoid foconnectivity problems.
warding loops, provided all of the routers in the network share We also note a tendency for persistent loops to come in
a consistent view of the present connectivity. Thus, loomgdusters. Geographically, loops occurred much more often
are apt to form when the network experiences a changehiatween routers located in the Washington, DC area, probably
connectivity and that change is not immediately propagatedhiecause the very high degree of interchange between different
all of the routers [18]. One hopes that forwarding loops resolveetwork service providers in that area offers ample opportunity
themselves quickly, as they represent complete connectivity introducing inconsistencies.
failures. Loops involving separate pairs of routers also are clustered
While some researchers have downplayed the significarinetime. For example, we observed a loop involving two
of temporary forwarding loops [25], others have noted tha&titerNet routers sited in Washington, DC, at the same time
loops can rapidly lead to congestion as a router is flooded two separate observations of a SprintLink loop, at nearby
with multiple copies of each packet it forwards [50], andMAE-East. Thus, it appears that the inconsistencies that lead
minimizing loops is a major Internet design goal [22]. To thio long-lived routing loops are not confined to a single pair
end, BGP is designed to never allow the creation of inter-A& routers, but also affect nearby routers, tending to introduce
forwarding loops, which it accomplishes by tagging all routintpops into their tables too. This clustering makes sense because
information with the AS path over which it has traversed. topologically close routers will often quickly share routing
For our analysis, we considered angceroute  showing information, and hence if one router’s view is inconsistent, the
a loop unresolved by end of thaceroute  as a “persistent view of the nearby ones is likely to be so, too. The clustering
loop.” 10 traceroutes in D; (0.13%) exhibited persistent suggests that an observation of a persistent forwarding loop
routing loops, and 5@raceroutes in D, (0.16%). Due to likely reflects an outage of larger scope than just the observed
D-’s higher sampling frequency, for some of these loops wset of looping routers.
can place upper bounds on how long they persisted, by lookingVe also analyzed the looping routers to see if any of the
for surrounding measurements between the same hosts thalodgps involved more than one AS. As mentioned above, the
not show the loop. In addition, sometimes the surroundimgsign of BGP in theory prevents any inter-AS forwarding
measurementdo show the loop, allowing us to assign loweloops, by preventing any looping of routing information. We
bounds, too. found that three of the tef®; loops spanned more than one
We find that the loop durations fall into two modes, thosAS, and two of the fifty inD;. We also learned that at least
definitely under 3 h (and possibly quite shorter), observed loye of the inter-AS loops i, occurred due to the presence
only onetraceroute measurement; and those of more thaaf a static route, and thus clearly was not the fault of BGP.
half a day, observed by multipteaceroute ~ measurements. It may be that the others have similar explanations. In any
Some loops were observed by only one measurement, buent, it appears clear from our data that BGP loop suppression
the surrounding measurements were many hours earlier airtiually eliminates inter-AS looping.
later, which does not allow us to determine whether they
were relatively short-lived or long-lived. We observed two
definite, long-lived loops, one spanning 14-17 h (observedgj Erroneous Routing
12 traceroute measurements) and one spanning 16-32 h ]
(16 measurements), and one likely long-lived loop, spanning afn D1 we found one example afrroneousrouting, where
least 10 h (2 measurements). The presence of persistent lot§s Packets clearly took the wrong path. This involved a
of durations on the order of hours is surprising: it suggest§nnix = ucl route in which the trans-Atlantic hop was
not to London but instead to Rehovot, Israel! While we did

1This technique is based on the observation that forwarding loops oc@u‘?t qbserve any erroneoqs routing oy, there remains a
only in the wake of a routing information loop. security lesson to be considered: one really cannot make any
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N paths (Section VII). Second, if the fluttering only occurs in one
\ direction (true forwustl , but not forucol ), then the path
suffers from the problems @fsymmetrySection VIII). Third,
R estimating the path characteristics, such as roundtrip time and
Dusseldort available bandwidth, becomes potentially very difficult, since
in fact there may béwo different sets of values to estimate.
Finally, when the two routes have different propagation times,
then TCP packets arriving at the destination out of order
can lead to spurious “fast retransmissions” [46] by generating
Fig. 3. Routes taken by altenating packets fromstl  (St. Louis, MO) to  duplicate acknowledgments, wasting bandwidth.
umann (Mannheim, Germany), due to fluttering. These problems all argue for eliminating large-scale flutter-
ing when possible. On the other hand, when the effects of the
safe assumptions about where one’s packets might travel fonter are confined, as fancol , or invisible at the network

, ;1

the Internet. layer (such as split-routing used at the link layer, which would
o ) not show up at all in our study), then these problems are all
C. Connectivity Altered Midstream ameliorated. Furthermore, if fluttering is done on a coarser

In 10 of theD; traces (0.16%) and 155 of thB, traces granularity than per packet (say, per TCP connection), then
(0.44%) we observed routing connectivity reported earlier ihe effects are also lessened.
the traceroute later lost or altered, indicating we were Finally, we note that “deflection” and “dispersion” routing
catching a routing failure as it happened. Some of thesehemes that forward packets along varying or multiple paths
changes were accompanied by outages, in which presumatdye many of the characteristics of fluttering paths [2], [16].
the intermediary routers were rearranging their views of tWhile these schemes can offer benefits in terms of simplified
current topology, and dropping many packets in the interinouting decisions, enhanced throughput, and resilience, they
because they did not know how to forward them. We fourlefing with them the difficulties discussed above. From the
that the distribution of recovery times from routing problemdiscussion of dispersion routing in [16], it appears that the
is at least bimodal—some recoveries occur quite quickly, diterature in that area to date has only considered the problem
the time scale of congestion delays (100's of microsecondbout-of-order delivery, which is addressed simply by noting
to seconds), while others take on the order of 1 minute that the schemes require a resequencing buffer.
resolve. We suspect the different modes depend on whether the )
change is due to a new route becoming available, in which case!nfrastructure Failures
the outage spans only the amount of time required to processVe classify araceroute ~ measurement as an “infrastruc-
the new routing information and update the forwarding tabl&jre failure” if the measurement terminates due to receiving
versus an existing route being lost, and the outage reflectiaghost unreachable” message from a router well inside the
having to wait for the change to propagate through the netwanktwork. Such a message from a stub network router, or a
and an alternative route to be found. The latter type of recovanyuter near a stub network, might indeed indicate that just the
presents significant difficulties for time-sensitive applicatiorgiven host or its local network is unreachable. But for routers

that assume outages are short-lived. more removed from an individual host, routing information for
_ reaching the host becomes increasingly aggregated with rout-
D. Fluttering ing information for reaching other hosts and local networks.

We use the term “fluttering” to refer to rapidly oscillatingConsequently, if we receive a “host unreachable” message
routing. Fig. 3 dramatically illustrates the possible effects dfom a router remote from the destination host, then most
fluttering. Here, thavustl  border router splits it load betweenlikely the message indicates that the underlying infrastructure
two STARnet routers in St. Louis, one of which sends all dfas lost connectivity to appreciably more destinations than
its packets to Washington, DC (solid; 17 hopsumann), just the host or its local network.
and the other to Anaheim (dotted line; 29 hops). Thus, everyWe observed a total of 13 infrastructure failures out of
other packet bound foumann travels via a different coast! 6459 D; observations (0.21%). From these, we can estimate
While load splitting is explicitly allowed in [1, p. 79], thatan overall availability rate for the Internet infrastructure of
document also cautions that there are situations for which9®.8%, with the caveat that doing so assumes that the paths
is inappropriate. We argue below that this is one of thoseeasured in our study are plausibly representativeDjn
situations. this dropped to 99.5%. We must also bear in mind, however,

In addition to thewustl fluttering, we also found fluttering that these numbers will be somewhat skewed by times when
at aucol border router. Here, however, the two split paththe infrastructure failure also prevented us from making any
immediately rejoined, so the split's effects were completelpeasurement (Section V). Consequently, these availability
localized. InD,, however, we observed very little fluttering. figures are overestimates.

While fluttering can provide benefits as a way to balance
load in a network, it also creates a number of problems 6r
different networking applications. First, a fluttering network By default, traceroute probes up to 30 hops of the
path presents the difficulties that arise framstablenetwork route between two hosts. This length sufficed for all of the

Unreachable Due to Too Many Hops
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D; measurements, and all but 6 of thg measurements. The
fact that it failed occasionally iD; (there was no indication

of a problem with these long routes, just a few more hops
than usual), however, indicates that the operational diameter
of the Internet has grown beyond 30 hops. This in turn argues
for using large initial TTL values when a host originates an
IP datagrand.

In Dy, the mean path length was 15.6 hops, which increased
slightly in D, to 16.2 hops. The median for both datasets
was 16 hops, and the standard deviation was 4.5 hops. We
also note that for both datasets, the overall distribution of.
hop counts is well described as (discrete) Gaussian with thg
above parameters, which may prove beneficial for synthesizirg
Internet topologies for simulation studies. &

Finally, it is sometimes assumed that the hop count of
a route equates to its geographical distance. While this is
roughly the case, we noticed some remarkable exceptions. For
example, we observed a 1500 km end-to-end route of only
3 hops, and a 2000 km route of 5 hops. We also found that
the route betweemit and harv (about 3 km apart) was
consistently 11 hops in both directions.
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0.040 0.070

0.020

G. Temporary Outages

0.007

. . . o I T [ T
The final pathology we discuss here is temporary network 5’0 160 150 200 250 300

outages. When a sequence of consecutageroute  pack-

ets are lost, the most likely cause is either a temporary loss of
network connectivity, or very heavy congestion lasting 10%g. 4. Distribution of longD; outages.
of seconds. For eadhnaceroute , we examined its longest

period of consecutive packet losses (other than consecutggtribution, but withp = 0.62, suggesting two different
losses at the end of &aceroute  when, for example, recovery mechanisms. We do not have a plausible explanation
the endpoint was unreachable). We partitioned the outagep the difference, nor for why the distribution is geometric.
into three modes: no losses observed; 1-5 losses observed,

corresponding to perhaps a period of congestive loss rather Time-of-Day Patterns

than a true connectivity outage; and 6 or more losses observec{Ne analvzed the two most orevalent pathologiesTl
reflecting an outage spanning 30 s or more, probably due(Eo y P P 9 3

a true connectivity outage. I, (D), about 55% (43%) of emporary outages.and infrastructure failures) for time—(_)f—day
thetraceroutes had no losses, 44% (55%) had between Hatterns, to determine wheth_er they are _correlatgd with the
and 5 losses, and 0.96% (2.2%) had 6 or more losses. known patterns of heavy traffic levels during daytime hours

Of these latter (six or more losses30 s outage), the and lower levels during the evening and early morning off-
e . . hours. To do so, we associate with each measurement the
distribution of the number of packets lost in tfiy data is

quite close to geometric. Fig. 4 plots the outage duration mean of the time-of-day at its source and destination hosts.

the z-axis versus the probability of observing that durati %r example, the time zone of Berkeley, CA, is three hours

op_,. .
) . .Behmd that of Cambridge, MA. For faceroute from
or larger on they-axis (log-scaled). The outage duration is . - ) . ) .
: . mijt to Ibl , initiated at 09:00 local time in Cambridge, we
determined by the number of packet losses multiplied by 5 S . . i :
. would assign a local time of 07:30, since ttraceroute

per lost packet. The line added to the plot corresponds to a

geometric distribution witlp = 0.92 that a packet beyond theoccurred at 06:00 local time in California.
sixth is dropped. As can be seen, the fit is good. The most prevalent pathology was a temporary outage

This evidence argues that long outages are well-modeledlas“ng at least 30 s (Subsection G). We would expect these

a . : )
persisting for 30 s plus an exponentially distributed rando%ﬁages to. be correlgted with the time-of-day congegﬂon
variable with mean equal to about 40 . patterns, since Labovitzet al. found that route flutter is

. , correlated with network load [21]. Indeed, this is the case.
Fig. 5 shows the same plot for tH2, data. Here we find, In Dy, the fewest temporary outages (0.4%) occurred durin
however, that the geometric tail with = 0.92 is present 2 W porary outag 70 u uring

the 01:00-02:00 h, while the most (8.0%) occurred during the
only for outages more than 75 s long. For outages betwefg:OO—l&OO h, with the pattern closely following the daily

30 and 70 s, the duration still exhibits a strong geometrjc
g9 ioad pattern. From our data, however, we cannot rule out that
ome of these temporary outages were in fact simply periods
2When examining link traces at our site, we have found that a nonnegligib? P y Y Ply p

proportion of the datagrams (10% in one trace) appear to have been sent \Qﬁhvery _h(_:"avy congestion, and did not reflect a true loss of
TTL’s of 32. connectivity.

Duration of Outage (sec)
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TABLE I
= 7 SUMMARY OF REPRESENTATIVE ROUTING PATHOLOGIES
g _ Pathology Probability Trend Notes
n Persistent loops 0.13-0.16% Some lasted hours.
b= y Erroneous routing |0.004-0.004% No instances D,
< Mid-stream change |0.16% L 0.44% |worse Suggests rapidly
© varying routes.
o Infrastructure failure|0.21% 1 0.48% |worse No dominant link.
S Outage>30 secs 0.96% _12.2% worse Duration
o exponentially
distributed.
= Total pathologies 1.5% 13.3% worse
I o ]
A x|
X 2 ] - .
g ° ] missing packets. We then tallied for each AS the number of
o its routers held culpable for outages.
S The top three AS’s accounted for nearly half of all of
[and
- the temporary outages. They were AS-3561 (MCI-RESTON),
Q 25%; AS-1800 (ICM-Atlantic; the transcontinental link be-
= tween North America and Europe, operated by Sprint), 16%;
and AS-1239 (Sprintlink), 6%. These three also correspond
to the top three AS’s by “weight,” when we weight each
~ AS by how often it appears in a BGP AS path (Section V-
8 [ C), indicating that our observations of the pathology are not
(e} T I T T

suffering from skew due to an atypical AS.
50 100 150 200 250 300

J. Summary of Pathologies

Table 1l summarizes the routing pathologies. The second
column gives the probability of observing the pathology, in

. two forms. A range indicates that the proportion of observa-
The other pathology we analyzed was that of an mfrastruEéns in D, was consistent with the proportion i, using

ture failure (Subsection E). These definitely reflect ConneCtiﬁsher’s exact test at the 95% confidence level [39]. The
ity outages, and not simply congestion periods. Here, we agaifqe reflects the values spanned by the two datasets. Two
he}vg the peak occurring the 1,5:00_16:00 h (9.3%), but e, piities separated byl indicates that the proportion of
minimum actually occurred_durlng the 09:00-10:00 h (1.2‘/ | observations wamconsistentwith 95% confidence, with
Furthermore, the second highest peak (7.6%) occurred dung o ortion ofp, observations. The first probability applies
the 06:00-07:00 h. We speculate that this pattern might refl%tpl, and can be interpreted as reflecting the state of the

the network operators favoring early morning (before pegfianet at the end of 1994, and the secondto reflecting
hours) for making configuration changes and repairs. ONnge, state at the end of 1995.

finished, these then hold the network stable until the IateFor those pathologies with inconsistent probabilities, the

Duration of Outage (sec)

Fig. 5. Distribution of longD> outages.

afternoon hours, when congestion hits its peak. third column assesses the apparent trend during the year
) ) separating thé@; andD, measurements. We see tmamne of
. Representative Pathologies the pathologies improvednd a number became significantly

In Section 1V-C, we argued that our measurements are faimyorse
plausibly representative of Internet routing behavior in general. The final row summarizes the total probability of observing
An important question, though, is whether tb&thologieswe a pathology. If we accept our measurements as representa-
observed are likewise representative. It often proves difficuive, then we see that during 1995, the likelihood of a user
to assign responsibility for a pathology to a particular AS, iancountering a serious end-to-end routing problem more than
part due to the “serial” nature @faceroute : a pathology doubled, to 1 in 30. The most prevalent of these problems was
observed in draceroute  measurement as occurring at ho@n outage lasting more than 30 s.
h might in fact be due to a router upstream to hipghat Even if we accept our measurements as representative, it
has changed the route, or a router downstream ffothat is difficult to assess the significance of the trend, in terms
has propagated inconsistent routing information upstreaim toof routing problems continuing to increase with time. In
Nevertheless, we attempted to assess the representativenepamitular, we might argue that 1995 was an atypical year
the pathologies as follows. For the most common pathologpr Internet stability, due to the transition from the NSFNET
a temporary outage of 30 or more seconds (Subsection G3ckbone to the commercially-operated backbone. This effect
we assigned responsibility for the outage to the router in tidees not dominate our measurements, though—only about
traceroute measurement directly upstream from the firabne third of theD; routes traversed the NSFNET. Clearly,
completely missing hop, as the link between this router amésolving the significance of the trend in solid terms will
the missing hop is the most likely candidate for subsequeartjuire gathering more measurements over time.
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VII. END-TO-END ROUTING STABILITY R, is persistent, since on average it lasts for a full day. In that

One key property we would like to know about an endC@Se€:{tz is persistent but not prevalent , ,
to-end Internet route is itstability: do routes change often, But suppose instead that the mean duratioriefis 10 s
or are they stable over time? In this section, we analyze tABd the mean duration af, is 1 s. If, for example, the
routing measurements to address this question. We begin@jgrnations between them occur as a s_em1|(-)Markov process,
discussing the impact of routing stability on different aspect@€n the proportion of time spent in stdfig is 17 [41], again
of networking. We then present two different notions of routinfflecting that, is plreva_lent. Similarly, the proportion of time
stability, “prevalence” and “persistence,” and show that the§PENt in statek; is ;7. Given these proportions, the sequence
can be independent. It turns out that “prevalence” is quiﬂaf obsgrvatlons istill plau3|ble,ev_en though each observatlon_
easy to assess from our measurements, and “persistence” fités 1S actually of a separate instance of the route. In this
difficult. In Section VII-C, we characterize the prevalenc§2S€ 1 is prevalent but not persistenand &, is neither
of Internet routes, and then in Section VII-D, we tackle thBrévalent nor persistent
problem of assessing persistence.

One of the goals of the Internet architecture is th%
large-scale routing changes (i.e., those involving different
autonomous systems) rarely occur [22], because the load/Ve confine our analysis to thB, measurements, as these
on Internet routers increases directly with the rate of su¥/ere made at a wide range of intervals (60% with mean 2
changes. In addition, there are a number of aspects bfind 40% with mean 2.75 days), which allows us to assess
networking affected by end-to-end routing stability, incmdinétability over many time scales, and to tackle the “persistence
the degree to which: 1) the properties of network patinbiguity” outlined above. Of the 35109, measurements,
are predictable 2) a connection carearn about network W€ omitted those exhibiting pathologies (because they reflect
conditions from past observations; 3) real-time protocols muifficulties distinct from routing instabilities), and those for
be prepared to recreate or migrate state stored in the routfdch one or more of theaceroute  hops was completely
[5], [11], [14], [51]; and 4) whether network studies based ofissing, as these measurements are inherently ambiguous.
repeated measurements of network paths [4], [9], [29], [42]is left us with 31709 measurements.

can assume that the measurements are indeed observing tif¥€ next made a preliminary assessment of the patterns of
same path. route changes by seeing which occurred most frequently. We

found the pattern of changes dominated by a number of single-
A. Two Definitions of Stability hop differences, at which consecutive measurgments sh_owed
exactly the same path except for an alternation at a single
There are two distinct views of routing stability. The first isiouter. Furthermore, the names of these routers often suggested
“Given that we observed routeat the present, how likely are that the pair were administratively interchangeable. It seems
we to observe: again in the future?” We refer to this notionjikely that frequent route changes differing at just a single
asprevalenceand equate it with the unconditional probabilityhop are due to shifting traffic between two tightly coupled
of observing a given route. Prevalence has implications fafachines. For the stability concerns given at the beginning
overall network predictability, and the ability to learn frompf this section, such a change will have little consequence,
past observations. provided the two routers are colocated. We identified five such
A second view of stability is: “Given that we observedpairs of “tightly coupled” routers and merged each pair into a
route r at time ¢, how long before that route is likely to single router for purposes of assessing stability.
have changed?” We refer to this notion gersistencelt has  Finally, we reduced the routes to three different levels of
implications for how to effectively manage router state, angtanularity: considering each route as a sequence of Internet
for network studies based on repeated path measurementshostnames Host granularity), as a sequence of citiesity
Intuitively, we might expect these two notions to be couplegranularity), and as a sequence of AS&S@granularity). The
Consider, for example, a sequence of routing observationse of city and AS granularities introduces a notion of “major
made everyl’ units of time. If the routes we observe are  change” as opposed to “any change.” Overall, 57% of the
route changes at host granularity were also changes at city
Ry, Ry, Ry, By, By, By, Ry, Ry, Ry, granularity, and 36% of the changes at host granularity were
Ry, Ri, Ry, Ry, Ry, Ry -~ also changes at AS granularity.

Reducing the Data

then clearly routeR?; is much more prevalent than rouf&.
We might also conclude that rout®, is persistent, because
we observe it so frequently; but this is not at all necessarily theln this subsection, we look at routing stability from the
case. For example, suppdsds one day. If the mean durationstandpoint oprevalencehow likely we are, overall, to observe
of R; is 10 days, and that d®, is one day, then this sequencea particular route (per Section VII-A). We associate with
of observations is quite plausible, and we would be correct mevalence a parametet., the steady-state probability that
concluding thatR; is persistent and prevalenturthermore, a virtual path at an arbitrary point in time uses a particular
if, for a particular context, we consider a route lifetime of oneoute »; and, because of PASTA, our sampling gives us an
day as sufficiently long-lived, then we would also deem thanbiased estimator of,. computed asf,. = k,./n, wherek,

C. Routing Prevalence
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1.0

repeatedly observe that same route when measuring at random
—— Host granularity points in Ume
City granularity Furthermore, if we are interested in routing at coarser gran-
— — ASgranularity ularities than individual routers, then the statement holds more
strongly. The median value &fy,,,, is 97% at city granularity,
and 100% at AS granularity. The corresponding findings are
in general, Internet paths are very strongly dominated by the
same set of cities, and also the same AS’s
Previous traffic studies, however, have shown that many
characteristics of network traffic exhibit considerable site-to-
site variation [30], so it behooves us to assess the differences
in Tqom between the sites in our study. To do so, for each
site s we computer,,.s andfgs;s, the estimated conditional
Prevalence of dominant route probabilities of observing a dominant route aggregated over
Fig. 6. Fraction of observations finding the dominant route, for all virtuafflII Vlrtua_l p?ths with Asource Or_deStmatl_Gn respectlve_ly.
paths, at all granularities. Studying7s.cs and7yst s for different sites and at different
granularities reveals considerable site-to-site variation. For
. ) example, at host granularity, the prevalence of the dominant
is the number of times we observed routeout of » total 1, tes originating at thacl source is under 50% (we will see
measurements. why in Section VII-D-1), and fobnl , sintefl , sintef2
For a particular virtual pattp, let n,, be the total number 5.4 pubnix is around 60%, while fomcar , ucol , and
of traceroutes measuring that virtual path, arig, be the unij it is just under 90%.
number of times we observed thlimminantroute, meaning We can summarize routing prevalence as followsgen-
the route that appeared most often. We focus our anaIyss&aaL Internet paths are strongly dominated by a single route,

Tdomp = kp/np, the prevalence of the dominant route. but, as with many aspects of Internet behavior, we also find
Fig. 6 shows the cumulative distribution of the prevalencggnificant site-to-site variatian

of the dominant routes over all 1054 virtual paths measure
in Dy, for the three different granularities. For example, when

viewed at host granularity (i.e., as a series of Internet routerB), Routing Persistence

about 30% of the paths had a dominant route with aprevalence;,ve now turn to the more difficult task of assessing the
of 60% or less. For the other 70% of the paths, the same seri
of routers was observed for those paths more than 60% of

0.8

Cumulative probability
04

0.0

0.0 0.2 0.4 0.6 0.8 1.0

e¥sistencef routes: how long they are likely to endure before
' nging. As illustrated in Subsection A, routing persistence
t|m9. i ) ) i i _. can be difficult to evaluate because a series of measurements
_Similarly, if we view paths in terms of the series of Citie$y particular points in time do not necessarily indicate a lack
visited along the path (city granularity), then from the figurg¢ changeand then change badk between the measurement
we find that for only about 10% of the paths was the prevalenggims_ Thus, to accurately assess persistence requires first
60% or less. This means that for 10% of the Internet pat@giermining if routing alternates on short time scales. If not,
in our study, the most common series of cities taken byifen we can trust shortly spaced measurements observing the
route along those paths showed up in 60% or fewer of thgme route as indicating that the route did indeed persist during
observations of the path. For the remaining 90% of the pathige interval between the measurements. The shortly spaced
the most common series of cities was observed more th@asurements can then be used to assess whether routing
60% of the time. alternates on medium time scales, etc. In this fashion, we aim
There is clearly a wide range in prevalence, particularly f@s “bootstrap” ourselves into a position to be able to make
host granularity. For example, for the virtual path betweespund characterizations of routing persistence across a number
pubnix and austr , in 46 measurements we observed 8f time scales.
distinct routes at host granularity, and the dominant route was]) Rapid Route AlternationWe have already identified
observed only 10 times, leading tu.m = 0.217. On the two types of rapidly alternating routes, those due to “flutter”
other hand, at host granularity more than 25% of the virtuahd those due to “tightly coupled” routers. We have separately
paths exhibited only a single routé., = 1). For city and characterized fluttering (Section VI-D) and consequently have
AS granularities, the spread ., iS more narrow, as we not included paths experiencing flutter in this analysis. As
would expect. mentioned in Subsection B, we merged tightly coupled routers
A key figure to keep in mind from this plot, however, is thainto a single entity, so their presence also does not further
while there is a wide range in the distribution ®f,,,, over affect our analysis.
different virtual paths, itsnedianvalue at host granularity is  We first looked at thos&raceroute measurements that
82%. That is, for half of the virtual paths measured, the samere made less than 60 s apart. There were only 54 of
route was observed 82% or more of the time. From this, wieese, but all of them were of the formRi, R,"—i.e.,
argue thain general, Internet paths are strongly dominated bigoth of the measurements observed the same route. This
a single routewhere “dominated” means that we are likely tgrovides credible, though not definitive, evidence that there are
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no additional widespread, high-frequency routing oscillationsputing changes, but we can keep all the other virtual paths
other than those we have already characterized. Consequentifh destinationsandia .
we can plausibly trust measurements made at somewhat longdn addition to the destinatioaustr , a similar analysis of
intervals apart as not missing high-frequency changes, whigf? . points upucl , ukc, mid, andumann as outliers. Both
allows us to bootstrap our analysis so we can now assess andukc had frequent oscillations between two sets of
how often network paths exhibit medium-frequency routingputers for the path between London and Washington, DC.
oscillations. (One set of routers also included an AS not present in the
We next looked at measurements made less than 10 mther set.) Fomid andumann, however, the changes did not
apart. There were 1302 of these (including the 54 less thhave a clear pattern, and their prevalence could be due simply
60 s apart), and 4€@iple observations (three observations alto chance.
within a 10-min interval). The triple observations allow us to On the basis of this analysis, we conclude that the sources
double check for the presence of high-frequency oscillationscl and ukc, and the destinatiomustr , suffer from sig-
if we observe the patterR;, R2, R1 or Ry, Ra, R3, then we nificant, high-frequency oscillation, and exclude them from
are likely to miss some route changes when using only tvorther analysis. After removing any measurements originating
measurements 10 min apart. If we only obseRwe R, R;; from the first two or destined taustr , we then looked at
Ry, Ry, Ry; or Ry, Ry, R,, then measurements made 10 mithe range of values foPl?  and P1S .. Both of these had a
apart are not missing short-lived routes. Of the 40 triplmedian of O observed changes, and a maximum corresponding
observations, all were of one of the latter forms. to about 1 change per 60 min of observation. On this basis
The 1302 ten-minute observations included 25 instances(af most 1 change per hour), we believe we are on firm
a route changel{;, R,). This suggests that the likelihoodground treating pairs of measurements between these sites,
of observing a route change over a 10-min interval is natade less than 1 h apart, and both observing the same route, as
negligible, and requires further investigation before we camnsistent with that route having persisted unchanged between
look at more widely spaced measurements. the measurements. Consequently, we can now bootstrap our
A natural question to ask concerning 10-min changes asalysis to the next larger time scale, on the assumption that
whether just a few sites are responsible for most of themwvo observations of a virtual path made less than 1 h apart
For each sites, let N2 be the number of 10-min pairs ofwill not completely miss a routing change.

Src s

measurements originating at and X2 _ be the number of 2) Medium-Scale Route AlternatiorGiven the findings

Src s

pairs reflecting a routing change. Similarly, defiNg’, . and that, except for a few sites, route changes do not occur on
X309 _ for those pairs of measurements with destinatiove time scales less than 1 h, we now turn to analyzing those
can then definePl? = X1% /NZ10 ., and similarly forPi% . measurements made 1 h or less apart to determine what they

Srcs Src s srcs?

PLO(P1%.) gives the estimated probability that a pair of 10tell us about medium-scale routing persistence. We proceed

Srcs

min observations of virtual paths with source (destination) much as we did above. L&!% . and P _ be the analogs of

rcs

will show a routing change. By sorting sites baseddff, and P and PiS ., but now for measurements made 1 h or less
P1% ., we then identify those that appear particularly prone @part. After eliminating the rapidly oscillating virtual paths
be associated with a rapid routing change. These outliers th@eviously identified, we have 7453 pairs of measurements to
merit further investigation, to see whether we can identify aassess, encompassing 904 source/destination pairs.
underlying cause for the rapid changes. The data also included 1517 triple observations spanning 1 h
For example, one clear outlier identified by inspectingr less. Of these, only 10 observed the pattgin Ry, Ry or
P10 is austr . For it, we find that all of the routing Ry, Ry, Rs, indicating that, in general, two observations of
changes (which involve a number of different source sitef)ese virtual paths spaced 1 h apart are not likely to miss a
take place at the point-of-entry into Australia. The changesuting change.
are either the first Australian hop eic.gw.au , in Mel- An analysis similar to that above quickly identified virtual
bourne, oract.gw.au , in Canberra, oserial4-6.pad- paths originating fronbnl as exhibiting rapid changes. These
core2.sydney.telstra.net in Sydney followed by an changes are almost all due to oscillation betwéiafh
additional hop tonsw.gw.au (also in Sydney). These aresatm.es.net and pppl-satm.es.net . (The first is in
the only points of change: before and after, the routes atalifornia, the second in New Jersey). ESNET oscillations also
unchanged. Thus, the destinatianstr exhibits rapid (time occurred on one-hour time scales in traffic betwt®n (and
scale of tens of minutes) changes in its incoming routing. Alsli ) and the Cambridge sitesgar , harv , andmit .
such, the routingo austr is not at all persistent. The other prevalent oscillation we found was between the
However, for anotheiS  outlier, sandia , the story is source umann and the destinationsicl and ukc. Here
different. Its changes occurred only along the virtual path orighe alternation was between a British Telecom router in
inating atsri , and reflected a change localized to MCINETSwitzerland and another in The Netherlands.
in San Francisco. Had this change been more often observed;liminating these oscillating virtual paths leaves us
we might have decided that the two pairs of routers with 6919 measurement pairs (and 82% of the initial
guestion were “tightly coupled” (Subsection B), but they wersource/destination pairs). These virtual paths all have low
responsible for changes only betwesh andsandia . Thus, rates of routing changes, with the mediat}:, and P _
we can deal with this outlier by eliminating the virtual patltorrespond to one routing change per 1.5 days, and the
sri = sandia from further analysis of lower-frequencymaximum to one change per 12 h.
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3) Large-Scale Route AlternationGiven that, after remov- m
ing the oscillating paths discussed above, we expect at most
on the order of one route change per 12 h, we now can @ S
further bootstrap our analysis to include measurements less3 T
than 6 h apart of the remaining virtual paths, in order to £ 2 | i
assess longer-term route changes. There were 15171 such paig ~ ©
of measurements, encompassing 860 source/destination pair%o ©
As 6 h is significantly larger than the mean 2 h sampling s S '
interval, not surprisingly we find many triple measurements o g
spanning less than 6 h. But of the 10660 triple measurements, o | | ‘ \ H m W—H—I‘Tm
only 75 included a route change of the forR), R», R; or e * * ‘ , * *
Ry, Ry, Rs, indicating that, for the virtual paths to which we 0 10 20 30 40 50
have now narrowed our focus, we are still not missing many
routing changes using measurements spaced up to 6 h apart. Route Duration (Days)

Employing the same analysis, we first identgintefl Fig. 7. Estimated distribution of long-lived route durations.
andsintef2  as outliers, both as source and as destination
sites. The majority of their route changes turn out to be TABLE Il
oscillations between two sets of routers, each alternating SUMMARY OF PERSISTENCE AT DIFFERENT TIME SCALES
between visiting or not visiting Oslo. Two other outliers at thiSTime scale % | Notes
level are traffic to or fromsdsc , which alternates between| seconds N/A | “Flutter” for purposes of load balancing.
two different pairs of CERFNET routers in San Diego, and Treated separately, as a pathology, and pot
traffic originating frommid, which alternates between tw - included in the analysis of persistence.

. ' minutes N/A | “Tightly-coupled routers.” We identified

MIDNET routers in St. Louis. five instances, which we merged into single

Eliminating these paths leaves 11 174 measurements of the routers for the remainder of the analysis.

712 remaining virtual paths The paths between the she%O’s of minutes 9% | Frequent route changes inside the netwark.
’ In some cases involved routing throud

=

in these remaining measurements are quite stable, with a different cities or AS's.
maximum transition rate for any site of about one change evergours 4% | Usually intra-network changes.
two days, and a median rate of one per four days. 6+ hours 19% | Also intra-network changes. :
4) Duration of Long-Lived RoutesWe term the remaining | 93s 68% | Two regions. 50% of routes persist fqr
. “ . N under 7 days. The remaining 50% accoynt
measurements as corresponding to “long-lived” routes. Hor for 90% of the total route lifetimes.

these, we might hazard to estimate the durations of the

different routes as follows. We suppose that we are not

completely missing any routing transitions, an assumpti®§cond column gives the percentage of all of our measured
based on the overall low rate of routing changes. Then fjftual paths (source/destination pairs) that were affected by
chinges at the given time scale. (The first two rows show

a sequence of measurements all observing the same route ‘We 9> <" ©
assume that the route’s duration was at least the span of {A” in this field because the changes were due to a very

measurements. Furthermore, if at tisiewe observe routd?; small, and hence not representative, set of routers.) The final

and then the next measurement at titnbserves routdz,, COlUMN gives associated notes. _ _
we make a “best guess” that rouf terminated and route One important point apparent from the table is that routing

R, began half-way between these measurements, i.e., at tfi@nges on shorter time scales (fewer than days) happeie
w u works.
(ty + t2)/2 the networkand not at the stub networks. Thilspse changes
Fig. 7 shows the distribution of the estimated duratiorfserved in our measurements are likely to be similar to those

of the “long-lived” routes. Even keeping in mind that Ourobs_erved by mqst Internet sites ) )
_ Finally, two-thirds of the Internet paths we studied had quite

estimates are rough, it is clear that the distribution of lon N~ S
%table routes, persisting for days or weeks. This finding agrees

lived route durations has two distinct regions, with many of* q hich d1th K |
the routes persisting for 1-7 days, and another group persistW\' [7] an s [21], whic four_w that most networ S aré nearly
escent (in terms of routing changes) while a few exhibit

for several weeks. About half the routes persisted for und@ i )

a week, but the half of the routes lasting more than a Wegﬁquent routing fluctuations.

accounted for 90% of total persistence. This means that if we

observe a virtual path at an arbitrary point in tiraed we are

not observing one of the numerous, more rapidly oscillating We now analyze the measurements to assess the degree

paths outlined in the previous sectiortsen we have about ato which routes aresymmetricor asymmetric We confine

90% chance of observing a route with a duration of at leastirselves to studying “major” asymmetries, in which the

a week. sequence of cities or AS’s visited by the routes for the two
5) Summary of Routing Persistencé/e summarize rout- directions of a virtual path differ.

ing persistence as follows. Firsguting changes occur over a  Routing symmetry affects a number of aspects of network

wide range of time scales, ranging from seconds to dégkle behavior. When attempting to assess the one-way propagation

Il lists different time scales over which routes change. Théme between two Internet hosts, the common practice is to

VIIl. ROUTING SYMMETRY
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assume it is well approximated as half of the roundtrip timeountry haul,l 4 will elect to route the packet vidg as soon
(RTT) between the hosts [9]. The Network Time Protocas possible. This form of routing is known as “hot potato.” In
(NTP) needs to make such an assumption when synchronizoyg example, it leads td4 transferring the packet tdg in
clocks between widely separated hosts [28]. California. But whenB sends traffic tad, Iz gets to make the

Claffy and colleagues studied variations in one-way latedecision as to when to forward the traffic fg, and with hot
cies between the United States, Europe, and Japan [9]. Tipeyato it will choose to do so in New York. Since the paths
discuss the difficulties of measurirgpsolutedifferences in between California and New York used By and g will in
propagation times in the absence of separately synchronizgmheral be quite different, hot potato routing thus leads to a
clocks, but for their study they focused eariations,which major routing asymmetry betwee# and B.
does not require synchronization of the clocks. They found Conversely, if thedownstreamlSP can control where the
that the two opposing directions of a path do indeed exhihipstream ISP transfers packets to it, then the result is “cold
considerably different latency variations, in part due to diffepotato” routing, in whichig instructs 4 that, to reachB,
ent congestion levels, and in part due to unidirectional routidg should forward packets tdg’'s New York network access
changes. point. The paths are the opposite of those resulting from hot

Routing asymmetry also potentially complicates networfotato routing, but the degree of asymmetry remains the same,
measurement, troubleshooting, accounting, and the utility afd potentially large.
routers establishingnticipatory flow statavhen they observe
a new flow fromA to B that is likely to generate a returng  apalysis of Routing Symmetry
flow from B to A [8].

Finally, routing asymmetry complicates network trou-.
bleshooting, because it increases the likelihood that a netwdt
problem apparent in one direction along a virtual path cann'ﬁ‘f
be detected in the other direction.

We note that because of the use of “reverse path forwardinﬁ'
in Internet multicast routing protocols [10], it is sometime
assumed that routing asymmetry has a deleterious effect o
multicast routing. However, this is not the case: a routi
asymmetry merely leads to the construction of asymmet :E
multicast routing trees for different senders in a multicast
group. In particular, it does not lead to any loss of connectivi
within a multicast group.

In D; we did not make simultaneous measurements of the
[gual pathsA = B andB = A, which introduces ambiguity
0 an analysis of routing symmetry: if a measurement of
= B is asymmetric to a later measurementi®f= A, is
at because the route is the same but asymmetric, or because
e route changed?
I%n D5, however, the bulk of the measurements were
ired (Section 1V-A), allowing us to unambiguously
termine whether the route betwedrand B is symmetric.
e D, measurements contain 11339 successful pairs of
easurements. Of these, we find th8% of the measurements
bserved an asymmetric path that visited at least one different
city.
) There is a large range, however, in the prevalence of asym-
A. Sources of Routing Asymmetry metric routes among virtual paths to and from the different
Routing asymmetries can arise whenever the link “cossites. For example, 86% of the paths involvingann were
metrics used to choose between different routing paths theasymmetric, because nearly all outbound traffic fromann
selves contain an asymmetry along the two directions oftraveled via Heidelberg, but none of the inbound traffic did. At
link. This can occur due to the link itself having a genuinéhe other end of the spectrum, only 25% of the paths involving
asymmetric cost (e.g., differing bandwidth or payment schemenont were asymmetric (but this is still a significant amount).
along the two directions), or due to configuration errors or If we consider autonomous systems rather than cities, then
inconsistencies. we still find asymmetry quite common: about 30% of the
Another mechanism introducing asymmetry—one rooted praired measurements observed different autonomous systems
the economics of a commercial Internet and hence of possiblythe virtual path’s two directions. The most common asym-
growing importance—concerns “hot potato” and “cold potatahetry was the addition of a single AS in one direction. This
routing. Suppose hostt in California uses Internet Servicecan reflect a major change, however, such as the presence or
Provider (ISP)/ 4, and host3 in New York uses/z. Assume absence of SprintLink routers (the most common AS change).
that bothI, and g provide Internet connectivity across the Again, we find wide variation in the prevalence of asymme-
entire United States, and compete with one another commty-among the different sites. Fully 84% of the paths involving
cially. When A sends a packet t#, the routers belonging to ucl were asymmetric, mostly due to some paths including
I, must at some point transfer the packet to routers belongid§NET routers in London and others not (Section VII-D-1),
to I5. Since cross-country links are a scarce resource, hpothwhile only 7.5% ofadv’'s paths were asymmetric at AS
andIp would prefer that the other convey the packet across theanularity.
country. If the inter-ISP routing scheme allows the upstream
ISP (.4, in our example) to determine when to transfer the. Sjze of Asymmetries

packet tol g, then, due to the preference of avoiding the cross- We finish with a look at the size of the asymmetries. We

3 _ _ __find that the majority of asymmetries are confined to a single
However, NTP features robust algorithms that will only lead to inco

N, n o[ H H H H
sistencies if the paths between two NTP communities meglominantly hOp (JUSt one city O_r AS_ d|ﬁerent)' For city asymmemes_*
asymmetric, with similar differences in one-way times. though, about one third differed at two or more “hops.” This
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corresponds to almost 20% of all the paired measuremefitbraczka @sc); M. Eliot (sri ); R. Elz @ustr ); T. Hagen
in our study, and can indicate a very large asymmetry. F@oce); S. Haug and H. Eidnessifitefl, sintef2 ); J.
example, a magnitude 2 asymmetry betwaeh andumann Hawkinson fear and panix ); T. R. Hein for ); T.
differs at the central city hops of Amsterdam and Heidelbekdelbig and W. Sinzeystutt ); P. Hyder (icar ); A. Jackson
in one direction, and Princeton and College Park in the oth¢gandia ); K. Lance @ustr2 ); C. Leres [pl ); K. Lidl
(pubnix ); P. Linington, A. Ibbetson, P. Collinson, and I.
IX. SUMMARY Penny @kc); S. McCannelpli ); J. Milburn (Korea ); W.

, Mueller (umann); E. Nemeth, M. Schwartz, D. Grunwald, and
We have reported on an analysis of 40000 end'to'eﬂqMcGinley (ucol, batman ); F. Pinard gmont); J. Polk

Internet route measurements, conducted between a diverse 835 K. Bostic bsdi ): T. Satogatatfnl ); D. Schmidt and M

lection of Internet sites. The study characterizes pathologicgrbry (wustl ): S. Slaymaker and A. Hannamid ): D. Wells

routing conditions, routing stability, and routing symmetry. Folnd D. Brown frao ); G. Wright (connix ); J. Wroclawski

pathologies, we found a number of examples of routing loo it ); C. Young and B. Karp Harv ); and L. Zhang, M
some persisting for hours; one instance of erroneous routingGgHa’ and S. Waltonugla ) ’ '

number of instances of “infrastructure failures,” meaning that The author is likewise indebted to K. Bostic, E. Nemeth,

routing failed deep inside the network; and numerous outages sevens. G. Varghese, A. Albanese, W. Holfelder, and B.
lasting 30 s or more. Overall, we find thtte likelihood of Lamparter for their invaluable help in recruiting NPD sites.

encountering a major routing pathology more than dOUbleﬁjhanks also to P. Danzig, J. Mogul, and M. Schwartz for
between the end of 1994 and the end of 1995, rising from ¥, 4pack on the NPD design.

to 3.3% ) . _ . This work greatly benefited from the efforts and insights of
For routing stability, we defined two types of stability'n rerrari; 5 Floyd, J. Hawkinson, V. Jacobson, K. Lidl, M.

“prevalence,” meaning the overall likelihood that a partic:ula\_ruby S. McCanne, G. Minshall, C. Partridge, and J. Rice, all

route Is en_countered; and “persistence,” t'he I'ke!'hOOd tha_to‘?‘ whom gave detailed comments on earlier versions; from
route remains unchanged over a long period of time. We fi

X . i cussions with G. Almes, R. Elz, T. Hagen, J. Krawczyk,
thatInternet paths are heavily dominated by a single prevaIeRt Lance. D. Liu. P. Love. J. Mahdavi. M. Mathis. D. Mills

route, but that the time periods over which routes persist sh%d C. Villamizar; and from the comments of the anonymous
wide variation ranging from seconds up to days. About WO iewers '

thirds of the Internet paths had routes persisting for eitherOften to understand the behavior of particular routers or

days or weeks. to determine their location, the author asked personnel from

_For routing symmetry, we looked at the likelihood that &o organization responsible for the routers. The author was
virtual path through the Internet visits at least one different C'ﬁ'elighted at how willing they were to help, and in this
in the two directions. At the end of 1995, this was the Ca?@gard would like to acknowledge: V Antonov, T. Bates. M
half the time, and at least one different autonomous SYSt®Whringer, P. G. Bilse, B Carlsson. P. Cheng’ G. Davies. S.

was visited 30% of the time. Doran, B. Eriksen, A. Gupta, T. Hain, S. Harris, I. Hershman,

The presence of pathologies, short-lived routes, and maiQrHoadley S. Huddle. J. Jokl. K. Keith. H. Koch. C. Labovitz
asymmetries highlights the difficulties of providing a consist | "\ Lihdéreen T I_'indgr,ee.n D. L,on.g B Maﬁning M.

tent topological view in an environment as large and diver§g.qin k. Mitchell. R. Muit. C. Myers, T. Nielsen, R. Nuttall
as the Internet. _ i M. Oros, M. Ramsey, J. Rauschenbach, D. Ray, B. Renaud,
A constant theme running through our study is that %f Soini, N. Titley, P. Vixie, and R. Zickefoose

widespread variation. We repeatedly find that different sites or preliminary analysis ofP, was done by M. Stemm and
pairs of sites encounter very different routing characteristiq@ Patel '

This finding matches that of [30], which emphasizes that the
variations in Internet traffic characteristics between sites are
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