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Abstract—As the number of cores and utilization of the
system are increasing quickly, shared resources like caches are
interfering tasks’ execution behaviors more heavily. In order to
achieve resource efficiency in both temporal and spatial domains
for multi-core real-time systems, caches should be taken into con-
sideration when performing partitions. In this paper, partitioned
Earliest Deadline First (EDF) scheduling on a preemptive multi-
core platform is considered. We propose a new system model that
covers inter-task cache interference and describe some ongoing
work in identifying proper partition schemes under such settings.

I. INTRODUCTION

Multi-core platforms are being widely used in real-time
embedded systems due to their energy efficiency. Given a set
of workloads to be implemented on such platform, partition
based schemes (e.g., Partitioned-Earliest Deadline First (P-
EDF) [5]) try to identify a multi-to-one mapping between
workloads and processors. The common idea is that the system
tries to build criteria that measures the workload to separate
the jobs into different cores so that the workload between the
cores can be balanced. It is also pointed out [2] that despite of
nice theoretical properties, global scheduling and even semi-
partitioned scheduling do not perform as well as partitioned
scheduling in practice, which is the focus of this paper.

As a result of the rapid growth to the number of cores
in multi-core processor platforms, resources like cache are
being used in a more “shared” manner. For example, only one
processor has access to the last level cache in a single core
system, while all processors have access to it under a multi-
core setting. It is inevitable that there is be a large amount
of inter-core interferences, causing large variation of tasks’
execution behaviors and huge pessimism in schedulability
verification [3] [11] [9]. In order to avoid such uncertainty, the
common practical solution is to disable the cache completely
when applying the traditional scheduling algorithms into the
multi-core system.

However, the usage of cache can significantly improve the
system’s performance. If the inter-core interference can be
reduced to a limited level, it is not necessary that we disable
the cache. The problem is that cache access patterns are
fixed for each piece of code and cannot be controlled by
the scheduler. It is possible that most tasks require access
to a specific area of cache blocks and the rest parts remain
untouched. Under such circumstance, the preemptions for
shared resources between tasks are inevitable. Thus, it would

take a large amount of extra time just for reloading the shared
resource.

When preemption happened, there will be overhead named
Cache Related Preemption Delay (CRPD) [8]. According to
[4], cache interference will take at most 33% of the execution
time. Cache partition is a common solution to eliminate inter-
core interference and reduce the total number of cache misses,
since it can fully use the cache and reduce the time of
preemption [7] [10] [1]. In order to minimize the overhead
in a shared cache, we believe that cache should be taken into
consideration when conducting workload partitions in multi-
core scheduling.

In this paper, we propose a partition based scheme that takes
cache into consideration. In order to achieve this, we intro-
duce the task interference matrix to characterize the potential
delays when assigning two tasks to the same processor. By
partitioning tasks with heavier cache interference into different
processors, CRPD and cache miss ratios will drop, such that
overall system performance can be improved.
Organization. Section II presents the system model and prob-
lem to be solved, while Section III describes some preliminary
analysis and highlights several proposed methods/directions.

II. SYSTEM MODEL

In this section, we first formally describe the task and cache
model being considered. Then we propose the novel concept:
task interference matrix. With the help of an example, we
briefly explain how this matrix represents the cache related
delays caused by resource sharing between tasks and how
each element can be calculated. The section ends by formally
defining the problem we would like to tackle.
Workload. We consider a predefined workload to be run on
a fully preemptive multi-core system under partitioned EDF
scheduling. The workload can be characterized by a set of
tasks τ = {τ1, τ2, · · · , τN}. All these tasks hold an implicit
deadline as Di = Ti, so that each task τi consists of two
parameters: {Ci, Ti}, where Ci is the worst case execution
time and Ti represents its period (minimum inter-arrival sep-
aration). Furthermore, each of jobs has an absolute deadline
which occurs Ti time units after its release time, which are
released arbitrary in the preemptive multi-core platform.

Note that we assume the task-set is ordered by tasks’ period
form the earliest to latest; i.e., ∀i ≤ j, Ti ≤ Tj .



TABLE I: Parameters of a task set.
Task WCET (Ci) Period (Ti) Utilization (ui)
τ1 1 2 0.50
τ2 1 3 0.33
τ3 2 4 0.50
τ4 5 10 0.50

Platform and Cache. The system considered in this work
consists of m processors, each core/processor shares one level
on-chip cache. Specifically, these processors do not have any
private caches. Note that the total number of tasks out-number
the number of cores by at least one magnitude; i.e., N � m.

When a task-set τ is scheduled on the preemptive multi-
core system, a task with lower priority in execution can be
preempted by a new released higher priority task. Since the
lower priority task and the higher priority task would access
the same cache blocks, the higher priority task would overwrite
its data to these cache blocks. When the lower priority task
continues, it needs extra time to reload the cache blocks that
would be used latter, the additional time is called Cache
Related Preemption Delay (CRPD).
Inter-Task Cache Interference. Traditionally, partition-based
multi-core scheduling make decisions purely based on the
WCETs and periods of tasks. It is assumed that the WCETs
are estimated in an offline and isolated manner, such that their
values are fixed. However, the overhead (e.g., CRPDs) caused
by preemptions may result in a significant increase to tasks’
execution time. The upper bound of such interference is hard
to capture when the number of cores is large. Such increased
uncertainties in tasks’ execution lengths are leading to huge
pessimism in the WCET estimations. To ensure the correctness
of any schedulability analysis, systems are under-utilized,
which diminish the benefits of multi/many-core platforms to
some extent.

In order to reduce and even minimize the uncertainly
caused by cache related interferences, this paper brings CRPDs
into the partition process as well. For a task subject to be
preempted, the amount of CRPD depends on the inter-task
interference introduced by tasks with higher priority (shorter
deadlines, under EDF). For each pair of tasks τi and τj , we
use the factor Fi,j ∈ [0, 1) to indicate the level of the cache
related interference caused to τj when assigning τi into the
same processor. This factor can be calculated based on tasks’
execution paths, patterns, and memory region arrangements
(Note that we suppose there is no virtual memory being
used, which is true in many RTOS) so memory is physically
addressed.))1 Note that Fi,j = 0 holds if i ≥ j since a lower
priority task will never cause CRPDs to a higher priority one.
Those factors forms an N by N matrix F with non-zero
elements in its upper right half. In general, when conducting
the partition, we want to group the tasks that have small mutual
conflicts at their potential preemption points.

1Due to page limitation and on-going process, we only bring the concept
of inter-task cache interference matrix, while omit formal procedure for its
calculation.

Example II.1. Table II represents the interference score matrix
F which is calculated by CRPD between each pair of tasks.

Referring to Table I, it is observed that, in Global EDF
scheduling, tasks with a greater relative deadline can only be
preempted with tasks possessing a relatively smaller deadline.
Therefore, according to the property of CRPD, we should
obtain an upper (or lower) triangular matrix F shown in Table
II.

TABLE II: Task Interference Matrix
Task τ1 τ2 τ3 τ4
τ1 0 0.70 0.90 0.41
τ2 0 0 0.40 0.20
τ3 0 0 0 0.80
τ4 0 0 0 0

Considering the relative deadline sequence listed above,
there would be no CRPD caused by τ2 to τ1. Therefore,
F2,1 = 0 and F1,2 is equal to 0.7. Note that the interference
for a task itself is equal to 0, and the value of interference
score is between 0 and 1.
Problem. For a multi-core real-time system, given the task set
τ and the interference matrix F , our goal is to find a system
partition (that involves both processor and cache partitions),
such that (i) real-time correctness can be guaranteed on each
core (same as traditional partitioned scheduling) and (ii) the
sum of interference scores within each core is minimized.

Mathematically, given a task set τ of N tasks with the
inter-task cache interference matrix F = {[0, 1)}N×N upon
a platform of m preemptive processors, our goal is to obtain
an optimal partition T of the task set; where τj ∈ Ti means
task τj is assigned to processor i, such that the total cache
interference in all processors is minimized; i.e.,

min
T

( m∑
i=1

WTi

)
; where WTi =

∑
j<k,τj∈Ti,τk∈Ti

Fj,k. (1)

under the following real-time and feasibility conditions:
•
∑m
i=1 ni = N .

• ∀i : U(Ti) ≤ 1, where U(Ti) means the utilization of a
task subset Ti.

III. ON-GOING WORK

In this section, we first show by an example that a simple
greedy approach may not work well for the aforementioned
problem. Then we highlight some of our recent findings and
ongoing efforts.
A Greedy Approach. A simple idea for clarifying this
problem is applying greedy selection scheme to the cache
interference matrix F , as shown in Algorithm 1.

In each round, task τj is added to the sub-task set Ti which
has the minimum cache interference with the tasks already
assigned to the processor. Such process is done until when a
processor is full (so that we open a new processor by enlarging
i) or there is no unassigned task (condition for outer while loop
to terminate).

There are two major flaws for this algorithm: (i) The task
τj picked may not be an optimal selection, even if it holds the



Algorithm 1 Greedy Approach for Task Partitions

Input: Interference matrix F , task set τ
Output: The solution partition (mapping) T

i=1; /*current processor ID*/
while τ ! = {} do
Ti = {}
while

∑
j:τj∈Ti Cj/Tj ≤ 1 do

/* Select the task τx that has minimum overall inter-
ference with tasks on Processor i*/
j ← argminx:τx∈τ

∑
j∈Ti Fj,x

Ti ← Ti ∪ {τj}
τ ← τ \ {τj}

end while
i← i+ 1

end while
return T

optimal cache interference with the tasks in a specific task set
Ti. This task may have a less CRPD with some tasks which
are not partitioned. This local optimal selection can greatly
restrict the future global partitioning. (ii) Even through the
first sub-task set T1 has a optimal combination of the tasks
locally, the rest of the tasks may have potentially very large
CRPD, which could lead to a much higher

(∑m
i=1WTi

)
value

in total.
The non-optimal nature of greedy approach is clearly re-

vealed in the example below as well.

Example III.1. Consider the matrix F in Section II, if we
apply greedy algorithm for these 4 tasks to assign the tasks
into 2 processors. Assume we randomly picked task τ2 into the
first sub-task set at the initial loop. We would then select τ4 to
put into the same processor as the other two tasks has larger
interference with τ4. The final partitioned sub-task set should
be T1 = {τ4, τ2}, T2 = {τ1, τ3}. Compare with the optimal
partition: T1 = {τ2, τ3}, T2 = {τ1, τ4}, This partition method
only consider the local optimization that could not guarantee
the optimal split of the task set.

Problem Transformation. In fact, our problem can be trans-
formed into the Weighted Max-k-Cut problem, which is a
well-known NP-Hard problem [6], and no polynomial-time
algorithm is known.

Consider a graph G = {V,E}, and each vertex vi is
corresponding to a task τi, with its utilization ui = Ci/Ti as
the weight. For each pair of tasks τi and τj , their interference
Fi,j will serve as the weight of the directed edge between
those two vertices. The problem is to partition these vertices
into subsets so that the sum of edge weights across all pairs of
vertices which belong to different subset is maximized (on the
other hand, the sum of remaining weights within each subset
becomes minimized). Meanwhile, it has to satisfy that the total
value (utilization) of the vertices (tasks) in a subset would not
exceed 1. Such problem transformation is illustrated in Fig. 1
with the example task set considered in the previous section.
Potential Schemes and Future Work. Due to the NP-
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Fig. 1: Cache-aware partition transformed into Maximum Cut.

hardness of this problem, our goal should be finding algo-
rithms that can identify near-optimal task partitions in poly-
nomial or pseudo-polynomial time. A near optimal solution
applied for the tasks can also improve the performance of
the multi-core platform. (i) We believe that this may be a dual
problem of Min-Cut and Max Flow—at least we could identify
a nice cut in each step instead of going one task at a time.
(ii) In general the problem we are trying to solve is clustering,
such that many machine learning techniques can be used under
certain restrictions of F as a distance or co-variance matrix.

In the future, we would like to come up with theoretical
and/or experimental measurements to the gap between our
approximating method and the optimal solution. Furthermore,
certain adjustment to uneven cache allocation will be investi-
gated to further improve resource efficiency.
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