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Abstract—As modern cyber-physical systems (CPS) are often
mobile, their operating environments varies during run-time in
an unpredictable way. Existing varying-speed platform model
often takes immediate performance change into consideration,
which may be too pessimistic in their analysis, as the aforemen-
tioned environmental changes (e.g., thermal) often results in mild
performance drops. A more sophisticated varying-speed platform
model is proposed to more precisely analyze the real-time
schedulability of such systems, which takes the physical limitation
of performance deceleration of the CPS into consideration. A
simple and efficient algorithm named EDF-VD is adapted to
schedule workload with multiple importance levels upon such
platforms, and corresponding schedulability tests are provided.

I. INTRODUCTION

There is an emerging discipline of cyber-physical systems,
and continuous efforts have been made in trying to better
understand the role of real-time scheduling theory alongside
with it. The on-going research described in this paper is part
of such efforts, in trying to build more sophisticated models
of systems to cope with the interference and influence from
their physical components.

In an attempt to obtain more resource-efficient implemen-
tations of cyber-physical systems (CPS), real-time scheduling
theory has recently begun looking at developing, from first
principles, new low-level task and system models that are in-
spired by constraints of actual physical systems. Unfortunately,
classic real-time scheduling theory does not always cope with
such complicated systems with interference and influence from
their physical components, leading to severe resource under-
utilization in order to guarantee real-time correctness (and
pass safety certifications). As a result, there is a need to
develop more sophisticated models and new real-time analysis
methodologies coping with them.

As a first step of such attempt, we enrich existing models
in real-time scheduling theory of varying-speed platforms by
taking more factors (that are related to physical components)
into consideration. Specifically, it deals with the modeling of
CPS where its performance may vary, but within a certain (and
low) range of performance deceleration rate. On one direction,
given certain platform designs and restrictions, we may be
able to perform more precise real-time schedulability tests
to CPS, leading to more energy efficient workload settings.
On the other direction, identifying such deceleration bounds

(to performance drops) may impact how the system and its
related physical control components should be designed, lead-
ing to more resource-efficient design of the physical control
components as well.

The challenge with this type of model is that how can we
embed the additional physical-related parameter (minimum
platform performance deceleration) into the existing Mixed-
Criticality schedulability analysis. To the best of our knowl-
edge, there is no existing work in real-time systems community
that models platform deceleration behaviors in such detailed
level.
Mixed-Criticality Systems. Since Vestal’s work in 2007 [12],
more than 300 papers has been published in Mixed-Criticality
systems (see [5] for an up-to-date review). In mixed criticality
(MC) systems, pieces of codes (functionalities) with different
degrees of importance (or criticalities) are implemented upon a
shared platform. More critical functionalities may be required
for higher levels of assurance in their correctness validation,
and the system is subject to multiple validations of per-mode
correctness properties, i.e. (for dual-criticality system), real-
time correctness are guaranteed for all functionalities under
normal mode, and only to most important ones under a mode
switch.
Varying-speed Platforms and Mode Switch. Commercial
off-the-shelf (COTS) processors that are typically engineered
to provide good average-case performance rather than worst-
case guarantees. Advanced hardware design techniques are
also resulting in variations in the clock speed of modern
platforms (see [3] for more detailed motivation). In order to
be able to guarantee real-time correctness, one must make the
most pessimistic assumptions regarding clock speed, leading to
a significant under-utilization of the CPU’s computing capacity
if the gap between average case and worst case is large
(which is unfortunately becoming more and more general).
Our previous work [6] [3] [4] [7] [8] [9] characterizes such
uncertainly behaviors by thresholds, and proposes scheduling
algorithms and associated schedulability tests alongside. Under
such setting, whenever the performance drops below a certain
threshold, the whole system will trigger a mode switch (from
normal to degraded).
Bounded varying-rate. One assumption the existing work
made is that performance drops may be drastic (with unlimited
deceleration). Such sudden drops of execution speed is not
true for many industrial applicable systems. e.g., the thermal-
resilient systems in implantable medical devices (IMDs) [10].978-1-5090-0898-8/16/$31.00 c⃝ 2016 IEEE



From Figures 5 to 9 in [10], it is clear that performance
changes are quite gentle, and we will be introducing pessimism
with existing real-time analysis methods due to the lack of a
more precise model.
Organization. The remainder of the paper is organized as
follows. Sec. II proposes the model and introduces necessary
notes. Sec. III briefly describes the scheduling strategy we
adapted. Sec. IV reports some preliminary results and insights
regarding the new model. Sec. V concludes the piece of work
and points out some further (and on-going) work directions.

II. MODEL

For this paper, we consider a single processor system with
varying execution performance during runtime - It is not a
priori known when and how will the execution speed change.
Platform model. Unlike constant-speed platforms, the exe-
cution speed of a varying-speed platform may vary during
runtime, i.e., at speed s(t) at time instant t. The platform can
execute as much as s(t) units of a piece of code (instead of
one) per time unit.

In this paper, a varying-speed platform is characterized by
two speed thresholds that determines the systems execution
modes – the minimum normal speed sn, assumed to be 1
without loss of generality, and the minimum degraded speed
sd < 1; and an additional parameter α− specifying the lower
bound of the platform’s execution speed acceleration at any
time; i.e.,

α− = min
t

lim
δt→0

s(t+ δt)− s(t)

δt
. (1)

This paper focuses on platforms with only “gentle” changes
to its speed – we restrict our attention to the cases that |α−| to
be close to zero, such that the whole period of a mode switch
is always longer than the period of any HI-criticality task; i.e.,

∀i, χi = HI, sn − sd ≥ α−Ti. (2)

Regarding self-monitoring, the platform is always aware of
its execution speed change during run time.
Workload model. We consider the MC implicit-deadline
sporadic task set, to be scheduled upon such platform. Each
task τi is characterized by three parameters, the WCET ci,
minimum inter-arrival separation Ti, and the criticality level
χi ∈ {HI, LO}.

A task may release infinite number of jobs, but consecutive
ones must be at least Ti time units apart (which is before its
deadline). Once a job is released, it must be finished within
Ti time units (correctness).
Our Goal. Similar to existing work on MC scheduling, the
correctness is defined:

Definition 1 (correct scheduling strategy): A scheduling
strategy for MC task is correct if it possesses the properties
that, for any job:

• if the system remains in normal mode from its release
all the way until its deadline, then the job may receive
up to its WCET time units of execution on or before its
deadline, regardless of its criticality level; and

• HI-criticality tasks (τi with χi = HI) are guaranteed to
receive enough execution (by their deadlines) regardless
of the execution mode of the platform.

Parameters. We define per-criticality utilizations to ease our
latter discussions:

UHI =
∑

i|χi=HI

ci/Ti, (3)

ULO =
∑

i|χi=LO

ci/Ti. (4)

III. AN OVERVIEW OF VDF-WM

In short, all tasks are executed under earliest-deadline-first
(EDF) order, while HI-criticality tasks are assigned earlier
virtual deadlines (i.e., they get promoted as being more im-
portant). Under LO-criticality mode (when processor execute
at a speed of at least sn = 1), the deadline of any HI-
criticality task τi is adjusted to virtual one: T̂i = ai + xTi

at its release instant ai, where x < 1 is the pre-calculated
deadline shrinking parameter. If the platform is detected with
a performance drop; i.e., s(t) < sn at an instant t, LO-
criticality tasks are dropped immediately, and the remaining
(HI-criticality) ones are executed with their original deadlines
(same as their periods).

VDF-WM and EDF-VD are very efficient and easy to
implement schedulers with nice properties proved for MC
scheduling. Please refer to [1] [4] for more details about them.

IV. PRE-RUNTIME PROCESSING

In this section, we seek for a correct and efficient way to
calculate the deadline shrinking parameter x for EDF-VD, and
then make a conjecture about the associated schedulability test.

Theorem 1: The following condition is sufficient for en-
suring that EDF-VD successfully schedules all LO-criticality
behaviors of τ :

x ≥ UHI
1− ULO

. (5)

Proof: Consider another task system τ ′, obtained from τ by
replacing each HI-criticality task τi with one with a reduced
period p′i = xpi. From the sustainability [2] property of
preemptive uniprocessor EDF, we know that the EDF cor-
rectness of LO-criticality tasks in τ is guaranteed if they are
EDF schedulable in τ ′, since EDF-VD is shrinking only HI-
criticality deadlines by a factor of x. The following sufficient
condition follows directly from the utilization-based schedula-
bility test for EDF [11], which leads to (6): ULO+UHI/x ≤ 1.

Similar to previous work, we choose the smallest value such
that Theorem 1 is satisfied:

x← UHI
1− ULO

. (6)

Note that upon such utilization based test, correctness of HI-
criticality tasks under LO-criticality code is naturally preserved
under EDF scheduling. What remains is to identify conditions



for x such that HI-criticality tasks are guaranteed to meet their
deadlines after the mode switch:

Conjecture 1: The following condition is sufficient for en-
suring that EDF-VD successfully schedules all HI-criticality
behaviors of τ :

x ≤ 1− 1

2
α− max

i|χi=HI
{Ti}. (7)

We haven’t yet got a formal proof (that is why it is called a
conjecture instead of theorem), and the following discussions
are just describing our current idea of proofing that we believe
may work out.

We plan to prove this by contradiction – suppose td is the
earliest missed deadline under EDF-VD schedule of a minimal
task set I . By minimal, we mean that EDF-VD will meet all
deadlines if scheduling any of its subset. With Theorem 1
we know that correctness of all jobs are guaranteed under
LO-criticality mode. Thus td must be the deadline of a HI-
criticality task, after mode switch of the platform at t∗(< td) –
this t∗ is assumed to be the instant that HI-criticality behavior
is first detected; i.e., execution speed of the platform drops
below sn. Let ta < t∗ denote the release time of our job of
interest (the one with deadline td), and assume that the earliest
job release in I occurs at time zero, without loss of generality.

Note that ta ≥ t∗ is impossible – which is to say, if there is
a deadline miss of some HI-criticality job, it must be released
before the mode switch. This is because the HI-criticality task
set it self is EDF schedulable upon a fully degraded processor
(as a feasibility condition), and HI-criticality jobs are executed
in EDF order as soon as degradation is detected – HI-criticality
jobs released after such mode switch will meet their deadlines
under EDF, as no LO-criticality job can interference their
executions. This implies that for some i, χi = HI, we have:

td − t∗ > td − ta = Ti. (8)

We will then need to analyze the total amount of execution
within the range of [0, td), provide a well-estimated lower
bound of processor capacity over [0, td), and try to deduce
contradiction between the two. The rest of this proof is left as
future work.

V. CONCLUSION

In this paper, we have reported some of our on-going
efforts in modeling the variations of executing speeds of some
CPS. We proposed a new platform execution model that takes
performance changing rate into consideration. Preliminary
results are reported, and suggests that under the new model,
we may be able to guarantee real-time correctness for many

MC industrial applicable systems with less analytical capacity
lost.

In the future, we plan to first finish the proof of Con-
jecture 1, and then add some experimental comparisons and
simulation studies over existing methods, to demonstrate and
understand how our proposed model outperform existing ones,
under different scenarios.
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