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Objective
The goal of this review is to develop a deeper understanding of the field of real-time systems theory and
design. This review considers a selection of current research papers in the area of cache-aware algorithms
and architecture to address the difficulty of delivering real-time performance on generic hardware. As
a result of this review, a better understanding of the current state of cutting edge research has been
developed.

Introduction
The stated goals of the review paper were given in the proposal [1] as follows,

1. Review of [2] and [3]. Additional papers may be included as a result of the review.

(a) Demonstrate understanding of problems addressed in papers, as well as proposed solutions
(b) Critique of methods presented
(c) Consideration of open work and directions for extension

2. Development of research hypothesis as a result of the work from (1), testable by theoretical justifi-
cation or simulation.

The other sections of this paper address the first deliverable. In the rest of this section, the second
deliverable is addressed.

As was expected in the proposal, time limitations prevented considerable progress on the develop-
ment of a research hypothesis. Time was spent conducting experiments with hardware purpose-built for
handling real-time tasks. The Am335x ARM Cortex-A8 SoC found on the Beaglebone Black contains two
programmable real-time co-processors that can be utilized for a variety of real time tasks. Some research
into their architecture was conducted. In particular for this topic, it is interesting in that these processors
are designed for maximum determinism. As a result, the designers did not implement caches, nearly all
instructions are single-cycle, and there is no instruction pipeline. Such decisions certainly harm maximum
throughput, but are advantageous for real-time tasks. No common operating system exists for the proces-
sor, so development is typically performed bare metal (and also commonly in assembly), although there is
no reason a simple OS could not be developed. Study of these devices and some simple experiments was
a valuable exercise.

Review
In Guo et al. [2], the primary problem to be addressed is that of multicore scheduling when a shared cache
exists between cores. Multicore processing has simultaneously improved both performance and power
usage for traditional workloads, but the non-deterministic behavior that results in multicore scheduling
has forced real-time analysis to make very pessimistic assumptions concerning worst-case execution time
(WCET). Features that significantly improve average execution for non-real-time workloads are often of
limited use when deadline guarantees become important. This has in the past often resulted in the dis-
abling of advanced hardware features, or performing such tasks on specialized hardware without these
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features. Many of the references in [2] have extended the classical real-time scheduling techniques and
analysis to multicore systems, closing the gap between what real-time systems are implemented on, and
what analysis will support. Additional work is required however to address certain hardware features,
and this study focuses on the existence of shared cache when conducting the analysis.

The study suggests that including the existence of the last-level shared cache in the Partitioned-EDF
scheduling step will allow the scheduler to make better partitioning decisions. To demonstrate an approach
the Cache-Related Preemption Delay (CRPD) is defined, representing the additional blocking that occurs
when a higher priority task utilizes the same cache block in use by a preempted lower priority task. The
low priority task, when resumed, must spend additional time re-filling the cache (due to misses) for its
own execution, increasing its total execution time when compared to execution in isolation. The CRPD is
defined as a parameter between tasks i and j, where Fi,j ∈ [0, 1). It should be noted that the CRPD is zero
when j < i, that is, low priority tasks do not add blocking to high priority tasks. This analysis is correct
under the strict case of no sharing between jobs of the same task. One could imagine certain repetitive
tasks where some re-use among subsequent jobs may occur; in this case additional blocking may need to
be considered (as an example, a sensor reading task where the sensor address is loaded and then remains
unchanged during runtime. This address has potential for eviction by lower priority tasks.) If CRPD can
be defined for the task set, the presented Task Interference Matrix can be developed to aid analysis. An
immediate property of this matrix is that it is upper triangular.

An important development of the paper is the transformation of the Task Interference Matrix for the
task set and processor into a Weighted Max-k-Cut problem. The graph G = V,E is defined, with each
vertex vi corresponding to a task τi and the CRPD of each task pair the weight of a directed edge between
tasks. The vertices are partitioned into k partitions (where k is the number of processors available) such
that the weights between vertices that remain within each partition are minimized, or equivalently, the
weights between unassociated vertices maximized. An additional requirement of the partitioning is that
the total utilization of vertices (tasks) within each partition not exceed one. This second requirement
suggests an additional relation to Max Flow. As the Weighted Max-k-cut problem is known to be NP-
hard, some approximate methods are suggested that might take advantage of the clustered nature of the
problem. An initial intuition I received is that spectral decomposition techniques for graph partitioning
may be applicable, considering the upper-triangular shape of the Task Interference Matrix. In the example
task and processor set found in the paper, the Laplacian of the graph is also upper triangular (depending
on the definition of adjacency for the directed graph), which leads to very nice properties during matrix
operations. Such an intuition is of course meaningless without further focused study.

In Xu et al. [3], the focus was on the implementation and testing of a hardware-software interface to
utilize particular processor technology on current Intel CPU’s for the purpose of improving multi-tenant
real-time performance on systems utilizing virtualization. As such, limited development of scheduling
algorithms is presented, as is relevant to this course. Instead, the focus is on partitioning of cache blocks
to prevent interference, and primarily how such partitioning can be achieved through the use of Intel’s
Cache Allocation Technology (CAT) available on some current CPU’s.

A prototype allocation system for virtualized systems is developed. Considerable simulation is per-
formed using PARSEC, a popular CPU simulator within the academic Computer Architecture community.
Some additional benchmarking of the prototype implementation is also performed on real hardware. In
general, significant improvement in performance is demonstrated when many virtual tenants are present
on the same device. The partitioning reduces inter-tenant cache pollution on a wide variety of benchmark
workloads. Additional details of the implementation of the allocation system are specific to CAT, and while
interesting, are not immediately relevant to real-time systems analysis theory.

Conclusions
A review of the two listed papers was performed that is believed to meet the objectives originally presented
in the proposal, namely, to demonstrate an understanding of the current research being performed in the
Real-Time community and explore areas of possible future work. The review was valuable and enjoyable,
and will likely be of benefit to the reviewer in the future.
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