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Abstract 

This paper reviews four real time systems papers 

on various aspects of mixed-criticality systems in 

an effort to present desirable angles in which 

system designers could use to create a safer and 

more correct system. Overall looking at how 

robustness, schedulability, sustainability, and 

graceful degradation factor into mixed-criticality 

systems.   

1. Introduction   

Real time systems are an incredibly 

important topic in the modern world as it is used 

almost every day in almost every field. Jane Liu says 

that, “Examples of real-time systems include digital 

control, command and control, signal processing, and 

telecommunication systems,” (Liu, 2000). That vast 

array of topics ensures that everyday people use a 

real time system when they answer a phone, travel in 

an airplane, or even go to the hospital. Also, due to 

the nature of real time systems, they rely heavily on 

working all the time at the correct time. Thus, the 

systems cannot stall during runtime or fail to operate, 

as that kind of failure leads to catastrophic results. 

For example, an airplane’s navigation failing to 

change direction when commanded could lead to a 

crash and devastating loss of life. However, not all 

tasks are created equal as the turn signal on a self-

driving car is not as important as the brakes on said 

car. Those types of systems are referred to as mixed-

criticality systems. There are levels of importance to 

each task where the brakes, the steering, or the 

accelerator are more critical than turn signals, air 

conditioning, or the radio. However, a system that 

fails to provide the lesser tasks would also not be 

valuable as those services are also expected from the 

user. Thus, the system must be able to service and 

prioritize the higher criticality level tasks while still 

attempting to execute the lower criticality tasks. That 

can be a complicated procedure as those systems 

become increasingly complex and place greater 

burden on the system as a whole. The nature of 

providing the highest priority tasks (most critical) 

some level of execution to guarantee an operable 

level of safety is referred to as resilience. It is the 

resilience of systems that is paramount as continuing 

to function despite some system fault, deadline miss, 

or error guarantees safety to the user. However, 

resilience can only become a facet of scheduling 

algorithms.     

Due to the complexity of those systems, 

mixed-criticality algorithms can often be approached 

from a variety of angles. This literature review looks 

at several of those angles and how they can work 

together to create a more stable system. Real time 

systems should have the ability to adapt to deal with 

potential issues and they should possess the ability to 

function under most conditions. Most scholars might 

refer to that as resilience, which is true to a degree, 

but it goes much further than that. A system that is 

more resistant to mistakes should be robust, 

sustainable, and schedulable. Those topics are further 

expounded on by four separate papers. The first paper 

looks at the robustness of systems and how each 

could be further improved. The robustness refers to 

the ability of said system to function under both 

normal operating conditions and then under stressed 

operating conditions. Secondly, this review looks at 

two papers on specific schedulability tests and how 

they can be used to make systems more sustainable. 

Finally, the review looks at graceful degradation and 

how that factors into real time scheduling.   

In totality, each section of this review 

focuses on the general robustness, schedulability and 

sustainability of mixed criticality systems. Briefly 

delving into a specific model and the importance of 

testing them to ensure reliability. In the end, 

illustrating exactly what must be done to create an 

effective algorithm that achieves a better, more 

correct, mixed-criticality system. 

2. Robustness in Mixed-Criticality Systems  

2.1 What is Robustness?  

When developing mixed-criticality 

algorithms, the researcher first wants to look at 



 

 
creating a robust model. Liu explained that a model, 

“is said to be robust if it remains correct even when 

some assumptions of its underlying workload model 

are not valid,” (Liu, 2000). Thus, the mixed-

criticality models must be able to operate under a 

variety of conditions, both expected and unexpected. 

For example, if the user expects a self-driving car to 

function perfectly on a sunny day, then how does it 

perform when it rains. The same process applies to a 

mixed-criticality algorithm. How can it function if a 

task of lesser importance begins operation first? How 

does the system operate if a deadline is missed? How 

does the system function if resources are locked? All 

of those questions and more must be addressed in 

order to ensure the robustness of a system. In this 

sense, robustness is very similar to the definition of 

resilience given in the introduction in which the 

system must be able to adapt. However, the paper, 

Robust Mixed-Criticality Systems explained that, 

“Resilience therefore goes beyond 

robustness…resilience, by contrast, refers to the 

degree of fault for which it can provide degraded yet 

acceptable quality of service,” (Burns, Davis, Baruah, 

& Bate, 2018).  Thus, resilience refers to the ability 

of the system to function safely, even if it doesn’t 

work as perfectly as it did before. It can miss tasks, it 

can lose jobs, and it can miss deadlines as long as the 

system continues to function at an acceptable 

standard.     

2.2 Summary of Paper 

The paper by Burns, Davis, Baruah, and 

Bate began by giving a definition of survivability. 

That was defined by them that, “in the event that all 

components cannot be serviced satisfactorily the goal 

is to ensure that lower criticality components are 

denied their requested levels of service before higher-

criticality components,” (Burns, Davis, Baruah, & 

Bate, 2018). That runs contrary to graceful 

degradation in which all tasks must receive some 

level of service in order to function. However, this 

paper sought to explore the systems in which the 

completion of the task was so necessary that the 

lower criticality tasks did not receive any execution. 

The paper in section 3 of this review explored the 

opposite situation in which all criticality tasks are 

guaranteed some execution.  

Most of the jobs are broken up into two 

categories, LO-criticality, and HI-criticality. Those 

two categories then determine the amount of 

execution that a task is guaranteed. When tasks are 

designated as HI-criticality, then they, “complete by 

their deadlines (although the LO-criticality job may 

not) if each job completes upon executing for no 

more than their respective C(HI) value,” (Burns, 

Davis, Baruah, & Bate, 2018). Thus, the HI-

criticality jobs always receive the priority over the 

LO-criticality jobs but are bounded by an upper limit. 

 The paper then proposed a method to keep 

track of instances in which a HI-criticality task failed 

to complete execution of its C(LO) execution time. It 

also explained a method proposed by Ramanathan in 

which certain jobs from a task could be dropped 

because their completion was not too important. 

Essentially, a task’s job was classified as optional and 

dropped if the system as a whole faced some kind of 

danger. This became a main point in their final 

analysis where a system could achieve greater 

robustness by simply dropping a LO-criticality job 

from each one of its task sets. That assured that the 

system would continue to function correctly, but it 

would not function as originally intended. It 

essentially was as if the system was cutting corners to 

keep itself functioning. 

2.3 Results Explained  

The paper explained that they, “have shown 

how a system can be scheduled so that it can fully 

tolerate a number of job overruns,” (Burns, Davis, 

Baruah, & Bate, 2018). That ability allows a designer 

more flexibility when creating mixed-criticality 

systems. As there can be a greater ensured level of 

resilience in a system if it can drop LO-criticality 

jobs and still function at a safe and operable level. 

Thus, each system fault or deadline miss is no longer 

as costly as originally intended if the system has that 

kind of built-in measure to protect against greater 

faults. The paper also explained that several systems 

already existed that could handle a certain level of 

errors, so this added another layer of safety to those 

systems which in the real world can reduce the 

number of catastrophes. Unfortunately, the 

experiment did have to limit its range, so for example 

the number of resources that the tasks needed access 

to was reduced.  

3. Scheduling mixed-criticality systems to 

guarantee some service under all non-erroneous 

behaviors 

3.1 What is the Vestal Model? 



 

 
The paper by Baruah, Burns, and Guo 

focused heavily on the Vestal model which was 

briefly described in section 2 of this review. That 

model was proposed by Steve Vestal of Honeywell 

Labs. His model focused heavily on worst case 

execution times or WCET and how they affect the 

system.  Vestal stated that, “At higher criticalities the 

worst time observed during more exhaustive tests 

specifically constructed for this purpose might be 

used,”(Vestal, 2007). Similar to the model used in 

section 2, the system assumes that tasks have two sets 

of execution times, the low WCET and the high 

WCET. The execution times are then used based on 

whether or not the system is facing any kind of 

deadline miss or potential system fault. The paper by 

Baruah, Burns, and Guo looked at ways to improve 

that system, so that tasks were guaranteed some type 

of execution time.  

3.2 Methods 

 Schedulability plays a great role in real time 

systems as a schedulability test can usually prove that 

a system would function correctly. Their paper 

focused on ways to improve the Vestal model by 

using fluid scheduling. That algorithm broke up each 

task into much smaller tasks, so that every task was 

scheduling at roughly the same time. The authors of 

the paper then created an algorithm in which tasks in 

a set were first broken up into two categories, LO-

criticality, and HI-criticality. That process is not too 

dissimilar from the other papers, but the algorithm 

then assigned a certain level of utilization to each 

LO-criticality task. Following that they, “obtain a 

task system τ˜ from the original task system,” 

(Baruah, Burns, & Guo, 2016). That used a specific 

formula created by them in which the utilizations 

were compared to determine if the system’s tasks 

were executing similarly to the LO-WCET or the HI-

WCET. The goal being that if every WCET task 

finished within the HI-WCET, then the system was 

classified as a HI-criticality system, but if it finished 

within LO-WCET, then the system was classified as 

LO-criticality. After the state of the system was 

determined, the algorithm then determined which 

execution times to use for each task. Those were 

chosen so that all HI-criticality tasks finished 

execution within the desired timeframe and the other 

tasks received some execution equal to the system 

determined by the above statement. Thus, if a system 

was determined to be LO-criticality, then the LO-

criticality tasks received the LO-criticality execution, 

but if the system was HI-criticality, then those tasks 

received the HI-criticality execution.  

3.3 Results Examined 

 The final results from this paper showed a 

way to design an algorithm, so that jobs were not 

dropped from a task set. That runs slightly contrary to 

the first paper which illustrated how jobs could be 

designated as optional and dropped from task sets. 

However, as Baruah, Burns, and Guo state that, “is 

not in keeping with currently acceptable industrial 

practice,” (Baruah, Burns, & Guo, 2016). That showd 

an important aspect of designing a mixed-criticality 

system. Even if something can be done and it might 

prove successful, that does not always mean it is the 

best approach. The authors of this paper 

demonstrated that schedulability is also an important 

concept and should be thoroughly examined before 

approving a task set for execution.  

4. Sustainability in Mixed-Criticality Scheduling  

4.1 What is Sustainability? 

The paper by Guo, Sruti, Ward, and Baruah 

focused on how mixed-criticality systems could be 

tested to ensure sustainability of systems. They 

defined sustainability as the ability for a system to 

run regardless of the case. For example, if the system 

was executing well at normal conditions, then it 

should be able to execute under stressed conditions. 

In addition, a system that could execute under 

stressed conditions (WCET) should be able to 

execute under normal conditions. That definition 

should make logical sense, as a system should 

possess the ability to adapt to changes. That is very 

similar to the concept of resilience. However, if the 

algorithm was so structured, that a change to the task 

sets caused it to fail, then the algorithm was probably 

not working that well to begin with. The paper by 

Guo, Sruti, Ward, and Baruah stated that, 

“Decreasing WCET parameters, increasing periods 

for sporadic task systems, postponing relative 

deadlines, and decreasing the criticality level 

assignment,” (Guo, Sruti, Ward, & Baruah, 2017), 

were several important adjustments that could be 

made to show greater sustainability. In other words, 

changing up which task had a higher criticality 

should not make the system un-schedulable in the 

same way that reducing the WCET of each task 

should not make the system un-schedulable.  That 

relates very well to the previously established idea of 



 

 
resilience and schedulability in which the system 

should always be able to execute.  

4.2 Summary of Methods 

In the quest to create better sustainability in 

mixed-criticality systems, the paper itself focused 

heavily on schedulability tests for both uniprocessor 

and multiprocessor systems. The model that was 

utilized was very similar to the Vestal model 

described in section 2 and 3 of this review. The paper 

considered tasks with both relative deadlines and 

implicit deadlines. A mixed-criticality schedulability 

test was created so that if the system was able to 

execute everything at both LO-criticality for all tasks 

and HI-criticality for all tasks, then it was 

schedulable. The paper then went on to test various 

theorems for both uniprocessors and multiprocessors. 

The paper then considered several scheduling 

algorithms EDF-VD, AMC, OCBP, MC2, and MC 

fluid. Each of those algorithms was then tested to 

determine if it ever missed a deadline when one of 

the criticalities was lowered, the execution time was 

decreased, or if the deadline or period were adjusted.   

4.3 Test Cases   

 When examining both the uniprocessors and 

multiprocessors, the paper looked at several different 

algorithms. The algorithms given in the paper, EDF-

VD, OCBP, and AMC, for uniprocessors all proved 

sustainable for uniprocessor scheduling. However, 

the first multiprocessor algorithm, MC2, failed. That 

algorithm, “employed a hierarchical scheduling 

approach,” (Guo, Sruti, Ward, & Baruah, 2017). The 

results concluded that it failed to be sustainable when 

the criticalities were re-arranged. In a similar manner, 

the paper also considered MC-fluid as was utilized in 

the second paper of section 3 of this review. That 

algorithm proved to be rather flexible as it passed all 

of the schedulability tests.   

4.4 Results 

 At first glance, sustainability may seem very 

similar to that of schedulability. However, the two 

diverge at an important intersection. Schedulability 

looks more at whether a specific task set is 

schedulable or not, while sustainability looks at 

whether an entire algorithm works. For example, if 

algorithm A showed that a task set was schedulable, 

but simply reducing the criticality of a task caused it 

to fail, then the schedulability test actually failed. The 

quest for sustainability creates a much broader and 

more successful algorithm. System designers can 

almost consider each section of this review as 

building blocks. A system can first be determined to 

be robust in the sense that it is going to function 

safely in some capacity. While schedulability 

demonstrates that the task set should function without 

any deadline misses. Then finally sustainability 

illustrates whether the system handles abnormalities 

like delays or deadline changes. Once a stated system 

is determined to function, the next step would be to 

guarantee the success of every aspect of it. This paper 

examined several key characteristics of algorithms 

and then looked at how they could be broken whether 

it be via WCET or extending the periods. That 

process is key when examining whether a system 

would be schedulable. It is important to think outside 

the box at how one simple change could affect the 

entire system. Success when it comes to mixed-

criticality requires that same mindset, thus any test to 

determine the success of a system must also look at 

how that system could be broken. Especially when 

those systems involve safety.  

5. Uniprocessor Mixed-Criticality Scheduling with 

Graceful Degradation by Completion Rate 

5.1 What is Graceful Degradation? 

In this paper, the authors describe graceful 

degradation as, “the ability to maintain limited 

functionality even when a large portion of it is 

destroyed or rendered inoperative,” (Guo et al., 

2018). Essentially, tasks are guaranteed some level of 

service regardless of its criticality level. This 

diverges from Section 2 of this paper where graceful 

degradation was relatively ignored when calculating 

robustness. However, now this added an extra layer 

to robustness where all tasks must receive some level 

of service. That does not mean that the tasks need to 

complete their execution, but instead must execute 

for some period of time.  

5.2 Summary of Methods 

 This paper looked at ways to improve the 

Vestal model described earlier. It claimed that a 

model that dropped tasks when the system switched 

modes could be detrimental to the system. Especially 

since the majority of the execution is based off of 

utilization rates, but not all rates are considered 

equal. The paper points out that, “both 1-out-of-4 and 

10kout-of-40k are considered as 0.25,” (Guo et al., 

2018). Thus, the paper looked at how to improve that 

rate, so that a system was not dropping tens of 



 

 
thousands of jobs in a row because regardless of the 

system, it is still going to struggle with that kind of 

loss. The paper then proposed a rate of completion 

variable that tracked how far along a task was in the 

execution process and it also gave a benchmark for 

which tasks needed to complete. For example, if a 

task set needed to finish 25% of its execution to be 

considered operable, then the rate would be set to that 

value, and the task would be guaranteed that 

execution under stressed conditions. That adjustment 

was added to the parameters of LO-criticality tasks 

and due to the addition of the completion rate, the 

WCET was changed from LO-WCET and HI-WCET 

to simply WCET. That change occurred because each 

LO-criticality task was guaranteed the rate of 

completion. Thus, the execution time would not 

really change, but simply the amount of time spent 

executing that task could be adjusted. That addition 

also meant that the tasks could be executed in a good 

pattern. There was not a risk of tasks executing for a 

few microseconds and then disappearing for several 

seconds. Instead, the system could easily control the 

rate at which those tasks were executed. Following 

that, “an admission control procedure, a virtual 

deadline-based scheduling algorithm along with a 

DBF-based schedulability test,” (Guo et al., 2018), 

were created and utilized to test the system.   

5.3 Results 

 The results from the paper showed better 

performance from the system with graceful 

degradation than from the one without. That result is 

not necessarily surprising and illustrated how 

graceful degradation could improve the execution of 

robust systems that were examined by the paper in 

section 2. However, it also addressed the concern 

created in section 3 in which dropping tasks was not 

necessarily a good practice. Thus, this paper provided 

a solution where the tasks that do not necessarily 

matter are guaranteed that execution while still 

maintaining a level of robustness where the rates at 

which those LO-criticality tasks execute could be 

lowered. The ability to schedule and complete tasks 

off of a rate illustrated another way in which a system 

designer could think about mixed-criticality systems. 

6. Conclusion 

 Mixed-criticality systems are important and 

vastly complex and ensuring their success is 

incredibly valuable as most of those systems involve 

situations where a mistake could be devastating. For 

that reason, the robustness, sustainability, 

schedulability, and performance are paramount. All 

of those characteristics compound to create a more 

resilient system that is more resistant to faults and 

errors. Each of them also present a system creator 

with a plethora of varied paths to take. They could 

simply look at creating a relatively low stakes system 

that executes the majority of the HI-criticality tasks. 

On the other hand, they could use that as the absolute 

worst case scenario and build from there. One could 

think of each concept as a layer of a pyramid with 

sustainability being at the top, schedulability coming 

next, followed by graceful degradation, robustness, 

and then finally coming to resilience. Each step up 

that pyramid led to a more resilient system going 

from the first layer where one just cared that the 

system operated to minimum safety standards, to the 

final layer where the system was expected to function 

perfectly all the time. 

 Each of the papers in this review presented 

similar and dissimilar arguments. Section 2 showed 

how certain jobs could be designated as optional, thus 

giving the system the flexibility to cancel tasks in 

order to save the system as a whole. That is an 

incredibly useful tool, but ultimately only one that 

works as an emergency option. Section 3 showed 

how schedulability tests were used to prove the 

viability of systems. That gives an optimal way to 

examine whether a proposed system would produce 

the desired results. Then section 4 illustrated how 

schedulability could be taken a step further to provide 

sustainability. While a functioning system is nice, a 

system that can roll with the worst possible scenarios 

is invaluable. That could further reduce the risk 

associated with mixed-criticality systems as the 

number of events that could break the system 

decrease. Then finally graceful degradation was an 

excellent consideration, especially when 

implementing robust systems. While it might help to 

drop some LO-criticality tasks in order to execute 

some of the other higher priority tasks, it is also 

equally as important to keep in mind that those LO-

criticality tasks are also important to the system. The 

method examined in section 5 looked at graceful 

degradation. It took the idea that the LO-criticality 

tasks were important and expounded upon to improve 

their execution. A rate of execution meant that the 

tasks were guaranteed a better pattern of execution. 

They would not lose out on executing for large 

swaths of time because the software would control 

the rate at which they executed. 



 

 
However, almost all of the papers had some 

caveats as they made assumptions for the task models 

that were being examined. All of them focused 

entirely on dual-criticality systems which while a 

good test case, does not represent all situations. 

Another drawback was that all of the systems focused 

on preemptive schedulers. Lastly, all of the papers 

assumed that the system knew the official task sets 

before execution. Despite these caveats, they still 

presented the methodology upon which a designer 

would go about designing a mixed-criticality system. 

To create the perfect mixed-criticality algorithm, the 

user should consider the robustness, schedulability, 

sustainability, and graceful degradation of a system. 

Each one of those concepts working in unison leads 

to a better system that works in most real time 

systems.    
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