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Abstract—This paper is to review how machine learning tech-

niques are being used in real-time systems in terms of scheduling. 

This is an important field since real-time scheduling is typically 

hard and machine learning may allow for better solutions. This 

paper is going to review five different research papers that cover 

four unique fields. This review differs from others since it dis-

cusses how machine learning can be applied to multiple different 

real-time systems. 

I.  INTRODUCTION 

The goal of this paper is to review and develop understand-

ing of how machine learning techniques are being utilized to 

solve scheduling problems. This review will cover many fields 

that real-time systems exist in. These fields vary from industry 

and scheduling the manufacturing process all the way to eve-

ryday computers and how scheduling tasks more effectively 

can save power. 

The whole topic of scheduling real-time systems is im-

portant since developing ever more reliable and efficient 

schedulers is hard. With the advancements made in machine 

learning it can be utilized to solve ever more complex prob-

lems quickly. With the ability to evaluate solutions quickly and 

have a system that can produce solutions quickly newer meth-

ods may evolve. 

Throughout this paper I wish to convey understanding of 

how these machine learning models are developed along with 

their effectiveness. I will discuss models proposed or discussed 

in the papers that are reviewed and the results from those pa-

pers. This discussion will include how the models work and 

the knowledge gained from the work. The papers being cov-

ered show how real-time systems are being utilized in many 

fields and why the research is important. 

The structure of this paper is as follows. The next section 

covers related works, in this section works like this paper are 

presented. The next section after this will discuss what ma-

chine learning is, then the paper will proceed to discuss the 

methods that the reviewed papers used. After this there will be 

a review of the implementations. This section will cover how 

different fields are using machine learning techniques to de-

velop solutions and the advantages of machine learning. Lastly 
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there is the conclusion that contains closing remarks. 

II.  RELATED WORKS 

There is a lot of research into real-time system schedulers 

and their applications. Throughout my search I noticed a 

large about of papers covering the idea of schedulers based 

off a concept of machine learning, but most papers did not 

cover the idea of having a purely machine learning based 

scheduler. Along these same lines many papers also did not 

cover a wide range of applications when discussing real-time 

scheduling. 

III.  MACHINE LEARNING REVIEW 

A.  Basics 

In this subsection a general outline of the basics of ma-

chine learning is presented. This outline will cover the fea-

tures of machine learning models including different struc-

tures and learning techniques. This outline will limit itself 

to a high-level discussion. 

The concept of machine learning is not new and contains 

a wide variety of concepts and ideas. These concepts stem 

from models that are simple low-density programs to vast 

multilayered networks of functions that are constantly re-

training themselves to better their outputs. Neural networks 

for example are designed to imitate human neural struc-

tures to generate results. These Neural networks are also 

designed to have a similar concept of learning. 

The idea of a computer program learning is interesting 

and is the basis of training machine learning models. Some 

models are trained once then deployed and generate out-

puts based off this training alone with no feedback about 

the accuracy of the results. While other methods can pro-

duce an output then depending on the correctness of this 

output dynamically retrain itself to hopefully better the out-

come in the future.  

Now comes the problem that the outputs of these models 

must be acceptable as the output relates to a schedule that 

must be maintained. If the output of the model results in a 

critical deadline being missed, then if this model is not ad-

justed it is relatively useless. This can also be a problem 

when having an artificial neural network (ANN), models 
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based off ANN are trained once then deployed. The larger 

the training dataset the better the result is most of the time 

however, overfitting can occur. Overfitting is when the 

trained model relies too much on the training datasets pre-

dictions that it cannot handle something different. 

The problem of overfitting can be solved in many ways. 

For example, having a multistage model allows for one 

stage to filter the input and the other stage to generate an 

answer. Another solution is to employ the idea of natural 

selections. Models based off natural selections are called 

genetic algorithms and can be very useful as a first stage or 

standalone. 

Most concepts in machine learning base around the idea 

of propagating results and decision weights through the 

layer and neurons. This results in models learning from 

mistakes and finding specific features in inputs that corre-

late to desired results. This concept, however, is not pre-

sent in genetic algorithms since any non-favorable results 

cause the generating parent to not move forward directly. 

Using this idea one model can generate multiple unique 

valid results. 

Since scheduling can be so varied the concept of rein-

forcement learning (RL) and recurrent neural networks 

(RNN) where the model can retain and reinforce specific 

decisions. This is the concept that [1], [2], [4], and [5] 

took. Where as [3] took the concept of deciding, reviewing 

the decision the executing based of the review, this is 

closer to an ANN. However, all models reviewed use some 

reinforcement. 

There is one last thing that needs to be addressed when 

relating machine learning techniques to the problem of 

real-time scheduling. This issue is that the typical output of 

a machine learning problem is numerical in nature. Alt-

hough this can be simply related to a given task in a system 

when trying to apply this to a larger system issues can 

arise. For example, if your model output a number in the 

range of 0 to 10 where each number represents a task that 

should be ran at a given time instant. In this system unless 

you can easily relate that output to map that updates every 

iteration you can only have eleven possible tasks. 

B.  Methods Reviewed 

This section is focused on outlining the methods that each 

of the references proposed and some of the tools that were 

used. Along with this a discussion on how the field in which 

these models are to be used in and the problem that is to be 

solved with these models. Details of how these implanta-

tions performed will be discussed later in the paper. 

Paper [1] is focused on cloud computing and how to ef-

fectively schedule the random tasks that need to be per-

formed. As mentioned earlier this proposed model uses re-

inforcement learning to effectively generate results. This ap-

proached used RL to handle task dispatching. Therefore, the 

goal is to reduce system response time and improve resource 

utility. This model used Q-learning in which the action that 

the model takes is determined by the immediate reward, but 

also the future rewards [1]. 

Immediate rewards are to make sure that the correct run-

ning state is in place along with keeping the efficiency of 

the task schedule. This reward is formulated through a 

piecewise function where a positive reward is given if the 

state of the system is at its highest and if the waiting time is 

lower then average. The system can get a neutral reward if 

the waiting time is lower than average, but the state is not 

maximized. Otherwise, the system results in a negative re-

ward since the option does not benefit the real-time system 

in any way. This piecewise equation can be seen in Equation 

1. With these rewards the system presented will be able to 

pick a result that will maximize the response time of the sys-

tem. 
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The next paper [2] focused on how to optimize Quality 

of Service (QoS) of 5G networks. Once again, this paper fo-

cused on a RL approach. However due to limitations on stor-

ing reward values in a realistic scenario is not viable other 

methods were needed [2]. These methods were linear ap-

proximations, fuzzy logic, and ANNs. 

To solve their problem the authors proposed a model in 

which the RL ANN pair control the frequencies of the net-

work via a fixed set of rules. The implantation for the RL is 

very complex since it uses the ANN to allow for rewards to 

be derived without having to store the data. Overall, the RL 

follows the same idea as in [1] just with more complexities. 

The model is show in Figure 1 taken from [2]. 

 

 
Figure 1: Diagram of the model proposed in [2] 
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The next RL based topic was covered in [4]. In this paper 

the authors discussed how RL can be applied to schedulers 

to allow for better use of dynamic voltage and frequency 

scaling (DVFS) in processors. The goal is to optimize DVFS 

to allow for the most performance while maximizing battery 

life. 

DVFS allows for a CPU to consume less power by scal-

ing its relative performance to the tasks that are scheduled. 

The idea to use DVFS comes from the fact that as we make 

CPUs faster the process node tends to be smaller. A smaller 

processing node increases the leakage power across the tran-

sistors. As leakage power increases battery powered devices 

will suffer since more power is being lost directly rather than 

being utilized. 

The contributions made by [4] is that the model proposed 

will change between DVFS approaches to utilize the most 

efficient one. As their model runs it slowly becomes an ex-

pert at which DVFS model to use in various conditions. The 

structure of this model is shown in Figure 2. This figure out-

lines how the DVFS controller that is utilizing RL can pick 

which approach to utilize and adjust the CPU accordingly. 

 
Figure 2: Layout of the DVFS controller’s features 

 

The last paper to really focus on RL was [5]. This paper 

applied real-time scheduling to Industry 4.0, which is also 

called “Smart Factory.” In this paper the authors proposed 

using an Off-line learning module that would be based on 

simulation-based training feeding a data preprocessor to get 

features and normalize the data which feed to the last part 

that determines the state of the system. This state is then feed 

into the RL module which determine the action that the shop 

floor must perform based on relationships between state and 

action and past actions and reward. 

This model is very similar to RNNs in more widely 

known applications. This is because as the trained model 

gets used more the running model adapts itself based on the 

outcome of the actions performed. The interesting part is 

that this model uses a simulation to train itself. I believe that 

in industry when a specific manufacturing process is to be 

used a simulation will work extremely well as training ma-

terial since you know how everything is meant to work. 

Figure 3 comes from [5] and shows the flow of the model 

including how the rewards are factored in. 

Figure 3: The proposed RL-base real-time system [5] 

 

The last paper covered is [3], this paper took a slightly 

different approach to implementing real-time scheduling 

into industry. Decisions are used just like in [5] however the 

method to derive which action to take is different. The 

model covered in [3] is called Labeling extraction from the 

current model (LEM) algorithm. Their approach uses on-

line networks to solve the same problem as [5]. 

The model works off calculating the drift that is induced 

in industry by factors such as humidity and supply material 

quality. Then it decides in a similar matter to [5]. However, 

this decision needs to be made in a specific time frame since 

the model is on-line. Therefore, the authors implemented an 

array from the data stream and searches in the current time 

window for relations between the input and prior outputs  

 

Figure 4: Layout of the proposed ANN by [3] 
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and results. Once this is done a decision is known. There 

model is shown in Figure 4 which shows how data flows and 

when decisions are made in the process. 

IV.  IMPLEMENTATIONS 

A.  Fields of use 

As the methods of machine learning advance their use 

cases will expand. Real-time scheduling is an area where 

machine learning can still expand. The models discussed 

throughout this paper are still rather basic compared to 

other fields that implement machine learning. However, a 

unique aspect of real-time scheduling is that it can be ap-

plied to wide array of fields. 

For example, this paper discussed 4 unique fields that a 

machine learning technique was used in deriving a real-

time scheduler. A field in which real-time scheduling is al-

ways needed is computers. In paper [1] this was applied to 

cloud computing where the systems need to have a quick 

response time to tasks. In paper [1] the focus was real-time 

scheduling of random tasks. These tasks tend to be the 

hardest to efficiently schedule 100% of the time and the 

model proposed wished to schedule based on RL tech-

niques where the model improves itself over time. 

On a similar note, to [1] the model presented in [4] 

wished to make battery powered devices more efficient by 

utilizing DVFS. DVFS is widely used however, in a lot of 

systems DVFS is set to one technique out of many. Each 

technique has a unique set of advantages and disad-

vantages. The model discussed in [4] wished to solve this 

by controlling which DVFS technique is utilized depend-

ing on the task se currently needing to be scheduled. Then 

as the system runs the model uses RL to tune its decisions 

to produce the best result for the task sets that are typically 

handled in that system. 

Another example is in industry. As manufacturing pro-

cesses become more complex and the process becomes 

more automated real-time scheduling increases in im-

portance. This is because the processes get more refined 

and the acceptability of machines waiting or stopping is 

tolerated less. The models in [3] and [5] wish to solve this 

in different ways however the concepts are similar. Both 

models look at the state of the machines and decide on 

what to do in real-time. 

While the model in [5] utilized simulations to train the 

model ahead of time to minimize the need for the model to 

interpret the state of the system [3] used real-time state cal-

culations. The advantage to real-time state calculations is 

that it can take in variance in the system better then a pre-

trained model. The downside is that model [3] requires 

more active computation then [5]. 

The last unique field covered in this paper is that of ra-

dio communication access and transmission control. This is 

covered in [2] and covers how large-scale implementation 

of specific ideas drove how the model was structured. This 

brings an interesting side to real-time scheduling; this is 

that some systems require scheduling that can span multi-

ple devices that may not be connected in a way to transfer 

system state data efficiently. The idea of using RL in this 

system is applied to allowing QoS to be improved. How-

ever, as mentioned this system could not store rewards for 

all decisions in a manner that allowed for the system to 

easily utilize these reward values. To combat this the 

model proposed utilizing other machine learning tech-

niques to solve the reward problem. 

Overall machine learning in real-time scheduling is ap-

plied to many fields with different solutions due to limita-

tions or different goals. 

B.  Effectiveness 

In this section I will discuss the results of each paper. I 

wish also to discuss any comparisons that could have been 

made to better demonstrate the effectiveness of the models 

proposed. 

Paper [1] had some very interesting real-world tests. To 

perform these tests the authors used CloudSim which al-

lowed them to evaluate their real-time scheduler against 

other schedulers including first-in-first-out (FIFO), fair 

scheduling, greedy scheduling, and rand scheduling. The re-

sults from this test are shown in Figure 5. Their model is 

shown as Q-sch and is either tied or outperforming other 

schedulers through the test in relation to response time to 

task count. 

 
Figure 5: Graph from [1] showing the performance of the 

model 

Paper [2] had favorable results however, the authors 

noted that the model is a black box. This black box property 

in some use cases may not be favorable since it cannot be 

analyzed analytically before simulating. Along with this the 

accuracy is dependent on the training data set and data pre-

processing [2]. This model was successful at increasing all 

QoS objectives. Since this model was only evaluated in sim-

ulation and the authors state that the results depend on the 

training stage of the model, I believe it would be valuable to 

see the effects of different training data sets. Having these 

additional training data sets evaluated allows for a better un-

derstanding of the dependency of the model on the training. 

It can also show if there was any overfitting. 

Paper [3] had a lovely discussion on how the model per-

forms depending on different weights and drift values. Hav-

ing these additional evaluations helps show how the model 
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can be tuned depending on the goals of the implementation. 

The authors also state the results may be further improved if 

the tuning was not limited to the ANN but extended to an 

adaptive tuning technique [3]. Overall, the results of this pa-

per demonstrate the effectiveness of machine learning ap-

plied to industry via the on-line model. An interesting com-

parison can be made with [5] since the goal is to solve the 

same problem just the methodology is different. 

On the topic of industry [5] proposed a model of off-line 

learning. During their evaluation, the model performed 

equal or better when evaluating against other models. How-

ever, the main take away from this is that the machine learn-

ing side of this model can be expanded more. This is men-

tioned by the authors in their discussion of future work. The 

authors mentioned deep learning which can extract details 

about the inputs which cannot typically be found. This can 

result in finding new relationships. 

The last paper to be discussed is [4] which talks about 

DVFS. The results of this paper are interesting. As men-

tioned before DVFS is all about reducing energy consump-

tion. This is achieved by scaling the relative CPU perfor-

mance depending on the task set. Figure 6 Shows some of 

the results from the paper. This figure shows the energy con-

sumption of the system depending on overall system utiliza-

tion. What this figure shows wonderfully is how the pro-

posed model choices the most efficient DVFS technique. 

 

 
Figure 6: Energy consumption relative to system utilization 

using the model proposed in [4] 

 

The next major talking point is the reduction of leakage 

power the comes from utilizing DVFS and the proposed hy-

brid DVFS. Figure 7 shows how selecting the optimal DVFS 

technique can greatly decrease the leakage power since less 

voltage is required for the specific CPU clock speed. Along 

with this it shows that as more advanced DVFS techniques 

are developed how the proposed model can be adjusted to 

use those new techniques to further increase the gains. 

 

 
Figure 7: Leakage power ration by DVFS approach [4] 

 

The main downside of this paper is that it was only eval-

uated in a single core processor. Without the knowledge of 

how it performs in a multi-core processor it is of no imme-

diate use since almost all modern devices are multi-core. 

V.  CONCLUSION 

Overall machine learning techniques can increase the ef-

fectiveness and viability of real-time schedulers when im-

plemented properly. As more research is performed in this 

topic result will become more favorable. Once models exist 

that reliably outperform current models while being trusted 

to not fail, efficiency in a lot of fields will increase. 
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