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Introduction: 

With the moving away from the traditional 

and costly special-purpose hardware to the use of 

cheaper commercial off-the-shelf (COTS) hardware 

and mixed-criticality in the implementation of safety-

critical real-time systems, there has been a great need 

to determine how to effectively account for these 

implementations such that safety and optimality are 

not compromised. Variables that have had to be dealt 

with in COTS hardware that are not as prevalent in the 

traditional hardware implementations include the 

lower predictability of the speeds of the processors and 

the growing prevalence of multicore processors, each 

of which provide new challenges in optimal 

implementation of safety-critical real-time systems. 

This paper will cover the topic of mixed-criticality 

scheduling of these varying-speed platforms, 

specifically in non-precise scheduling.  

Covering the non-precise aspect of this topic 

rather than in precise scheduling is done to evaluate 

the earlier concepts that need to be addressed and 

hashed out regarding implementations using varying-

speed platforms as to set a baseline knowledge to 

allow for optimizations to be discovered in the future.  

The texts selected for review are the 

following: 

• Sanjoy Baruah and Zhishan Guo. Mixed-

criticality scheduling upon varying-speed 

processors. Proceedings of the 34th IEEE Real-

Time Systems Symposium (RTSS), Vancouver, 

Canada, Dec. 2013. 

• Zhishan Guo and Sanjoy Baruah. Mixed-

criticality scheduling upon varying-speed 

multiprocessors. Leibniz Transactions on 

Embedded Systems (LITES), Volume 1, Issue 2, 

pp. 3:1 - 3:19. 2014. 

• Sanjoy Baruah and Zhishan Guo. Scheduling 

mixed-criticality implicit-deadline sporadic task 

systems upon a varying-speed processor. 

Proceedings of the 35th IEEE Real-Time Systems 

Symposium (RTSS), Rome, Italy, Dec. 2014 

 

The papers discussed each begin by describing 

many of the same concepts as they are building onto 

the findings of the prior works. The concepts that are 

frequently repeated include varying-speed 

CPUS/processors (discussed earlier in the 

introduction), worst-case execution time (WCET), 

mixed-criticality systems, and 

multicore/multiprocessor systems, and will be 

described at the beginning of this paper as well. 

As described before, COTs hardware relies on 

varying speed processors which, unlike the specialty 

hardware that have been traditionally used, is not made 

for highly predictable performance but rather for good 

average-case execution. As a result, the processors can 

operate in two defined modes: normal mode where the 

processor is able to run at its normal speed, and 

degraded mode where the processor operates at a 

slower clock speed, down to a given minimal speed. 

As a result of the designs of COTS hardware 

utilizing varying-speed processors, there is a dire need 

to determine the predictability of these processors so 

that the implementations using these processors can be 

used successfully. One of the tools used to determine 

such predictability is the worst-case execution time 

(WCET) of a given piece of code. The WCET gives a 

baseline for performance for the execution of the code, 

setting the upper bound of execution time for the code. 

There is no established way of determining this yet as 

that is a whole field of research unto itself. Factors that 

can impact WCET include the clock speed of a CPU, 

which can be impacted both through hardware design 

and in software implementation. Each of the papers 

used have a different approach in using WCET as a 

tool depending on what the focus of each paper is.  

Mixed-criticality is a means to implement a 

system such that functions are given different priority 

levels and are made to execute on the same platform. 

Ideally the tasks that are assigned HI-criticality can be 

correctly implemented no matter what happens to a 

system, with the execution of LO-criticality tasks 

being dependent on the performance of the processors 

and the strategy of the scheduling of tasks.  

Multicore systems are systems in which CPUs 

utilizing more than one processing cores are 

implemented. With the increase in popularity of these 

types of CPUs in COTS hardware these types of 

systems are increasingly implemented in embedded 

systems. There are important implications in utilizing 

multicores in these systems, however. The increase in 

core count and in the designs of these systems have led 

to less predictable performance.  

This paper will highlight the concepts and 

findings of each of the papers listed before as to 



provide an overview of this area of real time systems 

research and pin-point where the research of each 

paper overlaps with each other, showing research 

building on the findings of other research. It will also 

determine how what is found can be applied and what 

else can be studied to further research into more 

precise-scheduling.  

Mixed-criticality scheduling upon varying-speed 

processors (2013): 

 Sanjoy Baruah and Zhishan Guo’s 2013 

paper will act as the starting point for how the topic is 

discussed in the framework of this work. The paper 

begins by determining how to verify that a scheduling 

strategy is in fact a correct strategy, which it defines as 

“if the processor remains in normal mode throughout 

the interval [mini{ai}, maxi{di}), then all jobs are 

complete by their deadlines; and if the processor 

operates at or above its degraded speed of s throughout 

the interval [mini{ai}, maxi{di}), then all jobs [with 

HI-criticality] complete before their deadlines.” 

Essentially, if the system goes through a task set 

without having any degradations in processor speed, 

then all jobs should execute, but if the system does go 

through degradation at some point then only the HI-

criticality jobs must be executed correctly.  

 Once establishing a means to check for the 

correctness of any scheduling method developed, the 

authors begin to present their strategies to schedule 

preemptable mixed-criticality instances. Their 

strategy begins by setting up a scheduling table for use 

when the processor is running in normal mode. If at 

some moment the system is found to be in degraded 

mode, the scheduling table is dropped and EDF is used 

to execute all remaining HI-criticality jobs. They then 

use the following lemma to define the schedulability 

of a given workload: “Lemma 1: In order that a correct 

scheduling strategy exist for MC instance I = (J , s),it  

is necessary that (i) EDF correctly schedule all the jobs 

in I on a speed-1 processor, and (ii) EDF correctly 

schedule all the HI-criticality jobs in I on a speed-s 

processor.” From there, it is proscribed that a linear 

program (LP) is to be constructed such that it can 

construct a scheduling table S(I). The LP will index the 

jobs such that the first to be indexed will be the HI-

criticality jobs, then the LO-criticality jobs will be 

indexed. The LP will also establish intervals based on 

release times and deadline parameters. Each job will 

receive adequate execution time in the normal 

schedule, with all the HI-criticality jobs executing 

before the LO-criticality jobs.  

 With the base scheduling scheme 

determined, the authors move on determine how to test 

for optimization of their strategy. What they determine 

they can do determine optimization is to minimize the 

value of s in the LP so that the strategy guarantees that 

the HI-criticality jobs meet their deadlines even if the 

processor runs at its slowest possible speeds. They 

then develop a workload to test their algorithm, the 

workload generated on the following parameters: 

“ 

1) n, the total number of jobs in the instance. 

2) uall, a measure of the computational load of 

the instance. This is equal to the sum of the 

WCETs of all the jobs in the instance, 

normalized by the duration of time spanned 

by their scheduling windows. 

3) γ, the expected fraction of jobs that are of HI-

criticality. 

4) ζ, the expected number of jobs with 

scheduling windows that overlap (cover) 

each time instant. A value ζ = 1 suggests that 

there are no overlaps between the scheduling 

windows of any pair of jobs, while ζ = n 

means that all jobs have the same release date 

and deadline.” 

30,000 MC workload instances are generated, and two 

additional parameters are computed for load of each of 

the instances: loadm (for HI-criticality job loads) and 

loadall (for total load). In their observations, they are 

able to determine that the lower bound implied in their 

Lemma 1 was close to the very close to the actual 

minimum speed computed by their LP.  

 Now that the strategy is shown to be able to 

be utilized with preemption, the authors tackle what is 

to be done in the case where it is not possible to use 

preemption. They determine that with non-

preemption, they would not be able to implement the 

same system of checking if the system has entered a 

degraded state. It is also determined that although it 

may seem that keeping with dropping any ongoing 

LO-criticality jobs when degradation is detected is the 

obvious choice it’s better to allow the ongoing LO-

criticality jobs to continue due to the issues of dealing 

with shared resources. The authors conclude with the 

following: “Theorem 1: It is NP-hard to determine 

whether there is a correct scheduling strategy for 

scheduling non-preemptive mixed-criticality instances 

in which all jobs share a common release date.” 

 The authors then move on to the topic of 

recurrent tasks. Pointing out that the systems they have 

been considering have been modelling finite collection 

of jobs, they then begin considering the more realistic 

model of “collections of sporadic tasks,” with focus on 

implicit-deadline MC sporadic tasks. The tasks, 

modeled in a MC real-time system τ, have three 

parameters. The parameters are criticality (χ), WCET 

(C), and deadline (T). Utilization is defined as U = C/T. 

In the case that unbounded preemption is allowed, they 

determine, the problem can be solved similarly to how 

they established a scheduling problem can be solved 

earlier; “We first derive (Theorem 2) a necessary 

condition for the existence of a correct scheduling 



strategy. We then present a scheduling strategy, 

Algorithm preemptive-MC, and prove (Theorem 3) 

that it is optimal. Theorem 2: A necessary condition 

for MC sporadic task system (τ, s) to be schedulable 

by a non-clairvoyant correct scheduling strategy is that 

1) the sum of the utilizations of all the tasks in τ 

is no larger than 1, and 

2) 2) the sum of the utilizations of the HI-

criticality tasks in τ is no larger than s. … 

Theorem 3: Algorithm preemptive-MC is an optimal 

correct scheduling strategy for the preemptive 

uniprocessor scheduling of MC sporadic task 

systems.” In the case of no preemption, then the 

authors conclude that again it is highly intractable. 

 

Mixed-criticality scheduling upon varying-speed 

multiprocessors (2014): 

 In this 2014 paper, Guo and Baruah continue 

their research on mixed-criticality scheduling on 

varying-speed processors with what somewhat acts as 

a bit of an addendum to the prior work. With a new 

focus on multiprocessors, this work covers the 

additional factors that must be dealt with regarding 

multiprocessor systems. As such, much of this portion 

of the review will focus on what additions are made to 

the prior paper to account for the additional cores. 

This paper adds the following assumptions to 

their scheduling: “Job migration is permitted, also 

with no penalty associated. Job parallelism is 

forbidden.” Regarding preemptive scheduling, the 

process is much of the same for multicores as it is for 

singular core systems apart from the addition of a 

variable m for multicores that is added to the various 

inequalities that determine the constraints for 

schedulability. What is unique to scheduling for 

multicores are the following: run-time scheduling and 

wrap-around-MC. The run-time scheduling strategy is 

used to prevent the generation of lag by all jobs during 

both normal operation and for HI-criticality jobs 

during degraded operation by setting the execution for 

a given job interval by interval. As the authors note the 

strategy will “mimic a processor-sharing scheduling 

strategy that deals with the problem correctly.” For the 

algorithm-wrap-around-MC, the timeline will be split 

into quanta, where at the beginning of each the 

processors are sorted by their speeds and are assigned 

fractions of MC amounts. Jobs will be allocated to 

processors such that the slowest processors will get 

their jobs before the fastest, which will lead to the 

slowest processors taking the HI-criticality jobs. 

Assuming normal mode is continued, LO-criticality 

jobs can be assigned. Operation of this can be shown 

in the diagrams below that are sourced from the paper: 

 
Wrap-Around-MC under normal mode according to 

Guo and Baruah (2014). 

 
Wrap-Around-MC under a degraded mode according 

to Guo and Baruah (2014). 

 

With the given parameters to determine schedulability 

and with the addition that, to paraphrase, if a strategy 

can correctly schedule any instance that can be done 

so by a non-clairvoyant algorithm and can keep lag at 

zero then LP with Wrap-Around-MC is an optimal 

scheduling strategy. 

 In the “Discussion” portion of the paper, Guo 

and Baruah discuss processor-sharing, weak 

degradation, and whether it is necessary to drop all 

LO-criticality jobs when degradation occurs. For LP 

to generate a solution that can be scheduled during 

run-time processor-sharing is a necessity as 

determined by the authors due to its “ability to execute 

any fraction of a job within a short enough quantum.” 

They explain that if processor-sharing is forbidden, the 

fractioning of the capacity is no longer tenable and it 



will have to be decided at the beginning how the 

processors are assigned jobs which will not provide an 

optimal solution, much less a guaranteed correct 

solution in all cases. Regarding weak degradation, the 

authors point out that with the use of multiple 

processors, it is possible that not all of them will go 

into a degraded mode. It is in this case where we have 

weak degradation. Weak degradation as it turns out 

has quite dire implications on the functionality of 

Wrap-Around-MC, causing feasible job sets to fail. As 

a result, the authors implement an adapted Level 

Algorithm that goes as such: 

• “At the beginning of each quantum (with 

length Δ), order both the processor speeds s1, 

..., sn and the assigned fractions f1, ..., fn in 

decreasing order. 

• If the system is in normal mode, “wrap-

around” all jobs. 

• Else if the system is in degraded mode, 

“wrap-around” HI-criticality jobs. 

• Else if the system is in weak degraded mode, 

apply the Level Algorithm to HI-criticality 

jobs. 

• During run-time, in both the normal and the 

degraded modes, jobs are assigned the 

priority order same as the assignment order in 

the steps above and are executed on their 

allocated processors. In weak degraded 

mode, priorities of jobs are not fixed, and the 

detailed schedule is given by the Level 

Algorithm” 

Finally, the authors address the dropping of LO-

criticality jobs and if it is necessary in all cases. As all 

of the algorithms discussed so far have the LO-

criticality jobs dropped at the moment degradation is 

detected, it has been a question of whether or not it is 

entirely necessary to do so if, such as the case of weak-

degradation, there is still the possibility that the system 

would still have plenty of time to run those LO-

criticality jobs. As such, the additional addendum is 

suggested by the authors for Algorithms Wrap-

Around-MC and Level-MC: 

“If the system is in degraded (or weak degraded) 

mode, check feasibility conditions for all jobs… If 

they hold, apply the Level Algorithm to all jobs; else 

follow the previous protocols to the HI-criticality jobs 

only, and suspend the LO-criticality ones.” 

Scheduling mixed-criticality implicit-deadline 

sporadic task systems upon a varying-speed processor 

(2014): 

 This paper, the final one that will be covered 

in this review, also comes from Baruah and Guo and 

is also a continuation on their research from the 2013 

paper discussed earlier. In this case, the authors go into 

more depth into how to implement a task system with 

recurrent tasks into MC varying-speed processors.  

 The meat of the paper begins with defining a 

MC implicit-deadline sporadic task system (τk). In 

their definition it has a four-tuple: (χk, 

Ck(LO),Ck(HI),Tk), with χk being the criticality, 

Ck(LO) and Ck(HI) as the WCETs of LO-criticality 

and HI-criticality, and Tk being the deadline of the jobs 

of τk. They then define a MC instance I as “a finite 

collection of MC task τ and varying speed processor 

characterized by the two parameters σ and ρ.” σ and ρ 

are defined as the speeds that define when the 

processor is running at normal mode and degraded 

mode respectively. The definition of correctness is 

effectively the same as in the other papers: If the 

processor runs at normal mode throughout then all 

tasks, HI-criticality and LO-criticality alike should be 

able to be executed correctly, and if the processor does 

go into degraded mode then all HI-criticality tasks 

should be run correctly. Utilization for this type of task 

set is also defined: 

𝑈𝐻𝐼
𝐿𝑂(𝜏)  =   ∑

𝐶𝑖

𝑇𝑖
𝜏𝑖∈𝜏∧𝜒𝑖=𝑥

 

To end this portion of the paper the authors state that 

they will be considering processors that both do have 

self-monitoring (are able to know its speed at any 

instant in time) and those that do not and will start 

with the latter.  

 The first algorithm defined by the authors, 

Virtual-Deadline First – Non-Monitoring (VDF-NM), 

works as such:  

• The algorithm performs a schedulability test 

on τ.  

• If τ is schedulable, a modified period (Ťi) is 

computed for all HI-criticality jobs. 

From here, run-time scheduling is done based on 

Algorithm EDF using deadlines computed by the 

VDF-NM algorithm. From here it is much of the 

same regarding executing jobs in this case: run LO- 

and HI-criticality jobs until the system determines 

that a task is no longer running at normal mode, 

discard LO-criticality jobs and only execute HI-

criticality jobs. After going through a few proofs to 

verify that VDF-NM is sufficient, the topic of a 

speed-up bound is brought up. The bound for VDF-

NM is defined as being no greater than ϕ, or the 

Golden Ratio of ≈ 1.618.  

 As the VDF-NM algorithm can be described 

as pessimistic as claimed by the authors. In the 

improved version, VDF-NM+, HI-criticality tasks are 

modeled as constrained-deadline tasks. They do note 

that “EDF-schedulability analysis of constrained-

deadline sporadic task systems is NP-hard, [but] 

polynomial-time approximation schemes (PTAS’s) 



are known that can solve this problem in efficient 

polynomial time to any desired degree of accuracy.” 

This allows for computing a scaling factor for each 

HI-criticality task that does not make the algorithm 

too computation-intensive and allows for 

improvement on the prior algorithm that also 

maintains the same speed-up bound. Based on their 

own experiments Baruah and Guo can attest for an 

increase in benefits of one-half to two-thirds.  

 With the non-monitoring algorithms taken 

care of, Baruah and Guo move on to VDF-WF (WF 

meaning With Monitoring). The only difference that 

monitoring does to the procedure of the other 

algorithms is that instead of the waiting for the 

duration of the job to exceed the execution for normal 

mode it is able to trigger the removal of LO-

criticality jobs prior to the completion of execution.  

 With all algorithms defined, Baruah and 

Guo display the results of the testing they have done 

on their algorithms and come out with the following 

conclusions: 

• Regarding performance, VDF-WM > VDF-

NM+ > VDF-NM.  

• All are optimal for system utilization up to 

50%, at which point VDF-NM drops off 

drastically, followed by VDF-NM+ at 

around 60%, and then finally VDF-WM 

soon after but less dramatically.  

The results are displayed in the following graph from 

the paper: 

 
Conclusion: 

 The papers reviewed in this work provide 

necessary considerations for the implementations of 

real-time systems on hardware that is not initially 

designed for such work and build on each other to 

broaden that knowledge well. With the knowledge 

attained from these papers and others surrounding 

them, there is a bit more comfort in knowing that the 

safety critical systems of the future that utilize 

commercial off the shelf components will still be 

effective in their operations.  

 As the authors note at the end of each of 

their papers, there is still much to be learned in this 

field and the scheduling algorithms used are still far 

from being as precise as they can be. Specific areas 

that can be expanded on as talked about by Guo and 

Baruah in each of their papers include criticality 

systems that extend beyond dual-criticality where the 

techniques used throughout all the papers would need 

drastic modifications and papers that focus on 

systems with limited preemption and (in the case of 

multicores) migration.  
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