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 The current and future set-ups for the 
UCF F1tenth car represent a variety of 
challenges and possibilities for real time systems. 
The current setup using a Teensy microcontroller 
does not use a scheduler for tasks on the Teensy, 
but is still a good exercise in making sure the 
tasks don’t exceed allowable execution time 
limits, and illustrates some of the challenges that 
would be faced to make the Teensy side a proper 
real-time system. A real time OS on the Jetson, 
while possible, would be a considerably complex 
task that may be made unnecessary by adding a 
few extra sensors and keeping the teensy 
around. 
 The current implementation of the UCF 
F1tenth entry is comprised of a few different 
systems: the NVIDIA Jetson, the Teensy 
microcontroller, the power/Teensy PCB, the 
LIDAR, and the car chassis/drivetrain. Figure 1 
shows the basic connections between these 
components. 

 
Figure 1. Connections between racecar 
components 
 
 The Teensy microcontroller is a PJRC 
Teensy 3.2, which uses an ARM Cortex-M4 

processor (no floating point hardware) on a 
compact breakout board to make a high-
performance but easy to use microcontroller 
module [1]. The Teensy’s peripheral set allows it 
to generate precise PWM waveforms needed by 
the steering servo and speed controller on the 
car, and monitoring the driveshaft encoder 
necessary for sensing speed. The Teensy 
currently runs a simple system where all the tasks 
are bundled into one and then run in a loop as 
often as possible, with some variable delay to 
enforce a maximum execution rate. This makes 
some tasks like driveshaft velocity calculation 
more complicated, but is very simple and has 
good robustness to task modifications, since the 
execution rate of tasks can be guaranteed by 
simply totalling up the WCETs. 

The PWM waveforms send commands to 
the car by sending a logic high for 1000 to 2000 
microseconds, then another high pulse for a 
refresh rate of 50 to 500 hz. The steering servo 
treats this as being the angle to set the wheels 
where the middle value of 1500 microseconds is 
center, 1000 microseconds is maximum left, and 
2000 microseconds is maximum right. The speed 
controller has a similar interpretation, where 1500 
microseconds is neutral, 2000 microseconds is 
maximum forward, and 1000 microseconds is 
maximum reverse. The primary difference is that 
the speed controller has an extra state variable 
where if the car is moving significantly one way or 
the other, sending the opposite speed command 
will tell it to brake the car instead of actively 
reversing it, and will do so until either the car is 
stopped and the command returned to neutral, or 
the command is set back to going the same 
direction as the car. The speed controller knows 
the direction of the car as part of the algorithm 
needed to drive a brushless motor, where it 
senses voltages induced by the motion of the 
magnets in the motor relative to the 
electromagnetic coils. The speed controller 
brakes by using the motor as a generator, 
converting kinetic energy to electrical energy, 
which it sends to the battery. This is useful 
because it acts as an efficient means to slow the 
car down without putting undue stress on the 
drivetrain, since the forces are limited to a similar 
level as normal forward acceleration. 



 

The PWM commands have no impact on 
schedulability beyond the execution time required 
to set the registers, since they are generated by 
a hardware timer in the Teensy. The commands 
would not be considered in terms of resource 
contention because the hardware timers are 
effectively dedicated to the motor control task and 
are not a shared resource that will be locked and 
unlocked. The permanent assignment of these 
timers to motor control does impact the feasibility 
of a system since there are a limited number of 
timers, but this is separate from making the 
schedule of tasks, which is concerned with when 
to execute tasks rather than provisioning non-
shared system resources. 

The driveshaft encoder is a means of 
sensing the position of the driveshaft in the car, 
which is useful because this can be used to 
measure the velocity of the car. The encoder 
consists of a pair of reflective sensors and a black 
and white pattern attached to the driveshaft. The 
pattern is shown in Figure 2, and consists of 2 
black squares, sized so that when wrapped 
around the driveshaft such that the top of the 
pattern overlaps the grey rectangle, the squares 
each cover 180 degrees of the driveshaft and are 
offset by 90 degrees. The reflectance sensors 
pick up on this, and by taking advantage of the 90 
degree offset can determine which way the 
driveshaft has moved every time a sensor 
crosses a border between black and white. This 
causes a variable to go up or down by 1 every 
time the driveshaft moves 90 degrees, counting 
up if the car is moving forwards. The sensors 
themselves are on a small PCB attached to the 
steering servo with a block of wood and double 
sided mounting tape. The mounting serves to 
keep each sensor close to the driveshaft, pointed 
directly at it, but not touching it. The signals for 
the sensors are run over a 4 wire ribbon cable, 
which carries power, sensor A signal, sensor B 
signal, and ground. The power comes from the 
Teensy’s 3.3V port, and the signals are routed to 
2 of the digital I/O pins. This sensor is useful for 
improving the localization system as a source of 
velocity readings that do not drift over time 
despite having a limited accuracy due to the large 
size of the 90 degree increments. Velocity 
readings are also useful for utilizing the ESC 

braking system, since the command for activating 
the brakes depends on which direction the car is 
moving. Improving this sensor is possible by 
remaking the pattern to have multiple squares 
that cause 45 degree or smaller increments, but 
this is limited by the size of the reflectance sensor 
and may require experimentation.  

This sensor does complicate 
schedulability in a real time system, because it 
uses hardware interrupts to keep track of 
position. These interrupts run a short code 
segment which increments or decrements the 
counter, and this code essentially runs as a very 
high static priority, non-preemptable task (except 
by certain other interrupts like a system reset or 
memory error). The interrupt runs at random 
times and quite frequently, but consists of only a 
few dozen assembly instructions and is therefore 
very quick. Evaluating schedulability of a real time 
systems with interrupts like this could possibly be 
done by either treating the interrupt as a top-
priority task which runs at the maximum rate of 
~500hz (constrained by the maximum speed of 
the driveshaft times the number of triggers per 
revolution) and lasts ~1 microsecond (a few 
dozen instructions at 96MHz clock speed), or by 
adding it as a blocking term to each task, where 
the blocking term is the execution time of the 
interrupt times the maximum number of times it 
could fire during the task’s execution. 

 

 
Figure 2. Driveshaft encoder pattern (own work) 



 

 
The Teensy communicates over USB 

with the NVIDIA Jetson TX2, which is a compact 
computer with 4 ARM A57, 2 NVIDIA/ARM 
Denver 2, and a 256-core CUDA processor, 
designed for embedding CUDA into robots, useful 
for processing large quantities of sensor data in 
parallel [2]. The TX2 module runs Ubuntu Linux, 
which is not a real-time OS. This necessitates the 
Teensy, which is much better suited to real time 
tasks and certain I/O. The TX2 runs the Robot 
Operating System (ROS), which is a framework 
for building software for robots where different 
parts of the software can be split into independent 
nodes that communicate in an easy and standard 
way, even independent of whether the nodes are 
on the same or different computers. While ROS 
is designed for computers running Linux, there is 
a way to run a stripped down version on 
microcontrollers that communicate with a ROS 
system over a serial port. The Teensy uses its 
USB serial port to connect to ROS through a 
proxy program, allowing it to be just another node 
in the system, which makes it very easy to 
integrate with the rest of the software even if the 
Teensy code or the ROS code changes. The TX2 
also takes input from the LIDAR over ethernet. 

The ROS communication on the Teensy 
is not automatic and requires the Teensy run a 
spinOnce() function to exchange messages with 
the proxy on the TX2. The Teensy publishes the 
position and velocity of the driveshaft, the inputs 
from the R/C controller, and the state of the drive 
system (manual, automatic, or error). The Teensy 
subscribes to the emergency stop and drive 
commands from the TX2. The ROS connection 
on the Teensy is not good for schedulability, since 
the WCET can be much worse than the ACET, 
since the time needed to process incoming and 
outgoing messages can vary wildly depending on 
the type and quantity of messages to be 
exchanged. This puts a difficult upper limit on the 
period of certain tasks on the system, since 
running tasks more frequently than the ROS task 
has limited utility for tasks which require new data 
from ROS like the motor control task, and running 
the ROS task less frequently increases its 
execution time. Determining schedulability would 
require knowing or setting a hard upper limit on 

the number of messages to be sent to the 
Teensy, determining the time taken to process 
them, and also considering the frequency of tasks 
sending messages to find the time needed to 
send messages to the TX2. 

Another problem for schedulability of the 
Teensy is the R/C input. The current code uses 
the pulseIn() function on each connection to the 
R/C receiver. The pulseIn() function is 
problematic because it operates by waiting for the 
I/O line to go high, then running a timing loop to 
determine when it goes low again. This makes 
the pulseIn() function a lengthy task that could be 
disrupted by a preemption at the moment the I/O 
line changes state if the preemption takes more 
than a couple of microseconds. This is likely best 
fixed by modifying the R/C input to use interrupts 
like the driveshaft encoder input, and treating it 
the same way with regards to schedulability. 

While the TX2 currently runs a non-real-
time OS, there is some commercial support for 
RTOS on the TX2. However, this is likely a very 
complicated endeavor that would require 
purchasing software from a vendor, then 
customizing it for the Orbitty carrier board, which 
may require extensive knowledge of the TX2 
hardware and the ability to build custom kernels 
with custom device trees. A simpler option would 
be to limit real time tasks to the Teensy. There 
are very few tasks which must be guaranteed real 
time on the F1tenth vehicle due to its small size 
and simple environment. These are generally 
reacting to emergency stop inputs from either the 
user or detection of imminent collision. The 
emergency stops currently run through the 
Teensy, so they already have reasonable real 
time execution, and can be easily made to be 
robust by modifying code to use interrupts (similar 
to the MSP430 interrupts taught in Embedded 
Systems but in a different development 
environment) and setting up a task scheduler if 
the current monolithic task structure proves 
inadequate. The other critical issue then is 
ensuring the car will not collide with things. 
Currently, only the TX2 can detect imminent 
collisions, since it is the only thing with access to 
rangefinding data from the LIDAR. The Teensy is 
limited to collision detection by examining shaft 
encoder data, which would show the car has 



 

stopped despite applying motor power due to an 
object in the way. The most reliable way to avoid 
imminent collisions which have not already 
happened would then be to give the Teensy some 
access to rangefinder data (assuming the TX2 is 
not to be trusted since it cannot make real time 
guarantees). Cheap rangefinders like the Sharp 
GP2Y0A series can provide simple range data to 
the Teensy in real time, which could be used to 
apply brakes/steering to avoid obstacles on sides 
monitored by such rangefinders. While not 
optimal for racing, this is one option to make the 
vehicle very robust against colliding if the TX2 is 
too slow to respond. 

Making the TX2 a real time system is 
theoretically possible with enough work, but 
would invoke all the complexities covered in class 
like context switch times and limited priority 
levels. Maintaining adequate performance would 
also require solving resource contention issues 
for the GPU, scheduling on a multiprocessor, 
suspending or blocking for I/O access times, and 
some issues not covered in class like effects of 
caches.  

Using CUDA on the TX2 does show 
some potential workarounds to cache problems, 
because the CUDA architecture handles caches 
in a different way from regular CPUs. GPU 
performance is everything, so NVIDIA provides 
several different memory systems to ensure low-
latency, high-bandwidth data access. Since 
CUDA GPUs carry no expectation for memory to 
be laid out as one immense block of low-latency 
memory as CPUs tend to, CUDA treats main 

memory and L1 cache (which NVIDIA calls 
shared memory) as two separate blocks of 
memory available to the programmer/compiler 
[3]. Some automatic cache exists but is not as 
impactful. Using the fast memory in CUDA 
requires the programmer to determine what data 
can be best placed there for fast access, then 
copying the memory there at the start of 
execution. While not as flexible as traditional 
caches, this manual caching model offers both 
excellent performance and high determinism at 
the expense of additional programmer effort. The 
effort needed to use this cache well is somewhat 
reduced by the types of data being processed by 
the GPU, which tend to frequently access 
different parts of large blocks that can easily be 
identified for caching. 

Another solution to real time problems 
from less-traditional systems encountered in 
robotics is the approach used by Texas 
Instruments and Octavo systems in the 
BeagleBone series of single board computers. 
These combine a fast average case, bad worst 
case CPU cores with good worst case 
“Programmable Real time Units” (PRUs). These 
systems are often configured to run a soft real-
time kernel on the main CPU and bare metal code 
on the PRUs, which allows programmers to take 
advantage of both kinds of programming [4]. This 
is similar to how the racecar splits tasks between 
the TX2 and Teensy but is done on the chip to 
improve the ability of the two types of CPU to 
exchange data, and is another way out of the 
average vs worst case problem.
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