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Abstract 

    As computers become more versatile, 

we find ourselves implementing more 

complex operating systems to oversee 

processes and manage resources. 

Scheduling is one of the main tasks of an 

operating system, where tasks and jobs 

are scheduled according to available 

resources and task/job deadlines. 

Traditional scheduling methods have 

been proved to work efficiently on 

uniprocessor systems, but when you 

start adding more processors, the 

efficiency and predictability drops. With 

this increase in computational versatility, 

we are starting to see a shift in 

scheduling methods to improve 

computational efficiency and 

predictability on multiprocessor systems 

with varying speeds. Dr. Guo and Dr. 

Baruah discuss, in great detail, how the 

up-coming trend of mixed-criticality 

scheduling is more efficient for 

scheduling jobs and tasks on varying-

speed multiprocessor systems.  

 

I. Introduction 

    Since the early 70s, computer parts 

have been evolving drastically. Their 

sizes are now extremely compact, 

whereas before an entire computer 

would have taken up an entire room. 

Thanks to modern technology, we can 

now find computers that are the size of 

a human hand. With this severe 

reduction in size comes an increase in 

complexity for the software overseeing 

the hardware: the operating system. As 

embedded computers made the scene in 

the 1990s and 2000s, traditional 

scheduling methods were developed, 

like the Earliest-Deadline-First (EDF) 

scheduler. For the time, these 

schedulers were excellent in being 

incorporated within the operating 

system to schedule jobs. However, as 

technology has, inevitably, become 

more complex, we have found a need for 

more efficient schedulers. 

    Traditional embedded computers 

were mainly located on uniprocessor 

systems. Today, embedded systems, 

especially safety-critical ones, are 

increasingly implemented on multicore 

platforms [1]. Since schedulers have 

been created with a uniprocessor 

system in mind, this creates a problem 

where the scheduler is not using the 

hardware to its fullest capacity. Not only 

that, but also with the added 

processors, predictability can drop due 

to external factors. Being present in 

safety-critical systems that could 

potentially be necessary for daily life 

routines, like airplane travel, this drop 

in efficiency and predictability creates a 

problem that needs to be addressed. Dr. 

Guo and Dr. Baruah propose the use of 

mixed-criticality scheduling to address 

the drop in efficiency and predictability 

within multiprocessor systems with 

varying speeds.  
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    A varying-speed processor is defined 

as a processor with a set clock speed 

that is being affected by outside entities 

like temperature or supply voltage 

during runtime [1]. This creates a layer 

of unpredictability as these entities are 

unknown and uncertain to be present. 

For instance, a processor can be 

marketed to work with a speed of 1.5 

GHz, but this marketed speed is set 

under ideal conditions. Ideal conditions 

being no external factors affecting the 

processor. In reality, when this 

processor is under work, heat is being 

produced by the processor and other 

components present on the embedded 

computer. This can impact the 

performance of the processor and either 

reduce or increase the clock speed. 

Supply voltage is another determinant 

factor that can affect this. Under voltage 

can cause the processor to work at a 

less speed than promoted. A drop in 

supply voltage during operation, which 

can be unpredictable, can cause the 

same issue. All of this combines to 

create varying-speed processors. When 

it comes down to scheduling tasks or 

jobs, the varying-speed characteristic of 

multiprocessors makes it extremely 

difficult to schedule tasks or jobs.  

    Mixed-criticality scheduling 

addresses this by assessing and 

classifying jobs with HI-criticality or LO-

criticality based on their worst-case 

execution time parameters [1]. The 

former represents critical jobs that must 

be prioritized under a worst-case 

execution scenario. The latter 

represents the opposite. This, in turn, 

assesses and improves the overall 

correctness of the system by accounting 

for a worst-case scenario for each job or 

task.  

 

 

 

II. Model Review 

    Dr. Guo and Dr. Baruah provide a 

couple of assumptions before beginning 

their discussion on their established 

model. Both job preemption and job 

migration are permitted with no 

associated costs nor penalties, and job 

parallelism is forbidden [1]. Parallelism 

is prohibited to prevent jobs from 

executing on multiple processors at the 

same time. While this property can 

improve efficiency, the paper is 

attempting to tackle the scheduling 

issue down to its core.  All jobs are 

independent and are classified as 

mixed-criticality jobs [1]. An 

independent job is defined as a job that 

takes a frame-based approach to 

scheduling [1]. Within this frame, 

periodic jobs with the same period are 

grouped together and repeatedly 

executed [1].  

    When scheduling jobs, we need to 

consider their parameters. Regular jobs 

are defined by 4 parameters:  

• Φ𝑖 – represents the phase. 

• 𝑇𝑖 – represents the period of the 

job. 

• 𝐶𝑖 – represents the execution 

cost of the job. 

• 𝐷𝑖 – represents the relative 

deadline of the job.  

For periodic jobs, 𝑇𝑖 will always equal 𝐷𝑖. 

In the case of mixed-criticality jobs, Dr. 

Guo and Dr. Baruah provide us with 4 

different parameters to define the jobs: 

• 𝑎𝑖 – represents the release time 

of the job [1]. 

• 𝑐𝑖 – represents the worst-case 

execution time of the job [1]. 

• 𝑑𝑖 – represents the deadline of 

the job [1]. 

• Χ𝑖 ∈ {𝐿𝑂,𝐻𝐼} – represents the 

criticality level of the job [1]. 
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When compared to the regular jobs, we 

can see 3 new parameters: 𝑎𝑖, 𝑐𝑖, and 𝑋𝑖. 
𝑋𝑖 can either by HI or LO.  This is clearly 

done to take into consideration the 

worst-case execution scenario and the 

resulting classification of each job as HI-

criticality or LO-criticality.  

    Dr. Guo and Dr. Baruah then identify 

corresponding definitions of the 

scheduling environment, labeled as a 

multiprocessor instance [1]. This 

instance is defined by a collection of 

mixed-criticality jobs and m identical 

varying-speed processors that are 

characterized by a normal speed and a 

specified degraded processor speed 

threshold (s < 1) [1]. The idea behind 

this is to provide two execution modes 

for the multiprocessor system: a normal 

mode and a degraded mode [1]. By 

having two separate execution modes, 

we are able to take into consideration 

the varying-speed property of these 

multiprocessors.  

     Dr. Guo and Dr. Baruah provide us 

with a couple of definitions regarding 

the degraded mode, the correct 

scheduling strategy, and the optimal 

scheduling strategy. The degraded mode 

is defined as a system with m 

processors, where at any time t, there 

exists a processor executing at a speed 

less than one (s < 1) [1]. If the processor 

is executing at a speed equal to one, one 

unit of execution is completed per each 

time unit, which is a characteristic of 

the normal mode [1]. The speed being 

less than one relates to the processor’s 

under-performance.  Dr. Guo and Dr. 

Baruah also provide a classification 

under extreme circumstances. If a 

processor executes below the minimum 

speed s, then we classify this as error 

mode [1]. 

     Mixed-criticality scheduling strategy 

can be classified as correct if the system 

remains in normal mode throughout 

execution and if the system never 

reaches error mode [1]. Dr. Guo and Dr. 

Baruah state that this results in all jobs 

meeting their deadlines. A correct 

scheduling strategy ensures that HI-

criticality jobs execute correctly 

regardless of whether the system runs 

in normal or degraded mode; LO-

criticality jobs are required to execute 

correctly only if all processors execute 

throughout in normal mode [1]. With an 

established correctness, the system can 

later be further classified under what 

type of correctness it has: logical or 

temporal. Logical correctness refers to a 

system producing the right output. 

Temporal correctness refers to a system 

producing expected outputs at an 

interval. The type of correctness 

depends on the system’s application. 

With this strategy, we are not 

guaranteeing that all future schedules 

will work with this scheduler, however 

we can guarantee the system’s ability to 

produce correct or expected outputs.  

     When a scheduler is classified as 

optimal, all schedules created with that 

scheduler are feasible. Feasible 

schedules are schedules where all jobs 

will meet their deadlines. With that, Dr. 

Guo and Dr. Baruah discuss the 

strategy for obtaining optimal 

scheduling. For mixed-criticality 

scheduling, if the system’s correctness 

holds, then we can assume optimality 

for that schedule [1].  

 

III. Preemptive Scheduling 

Overview 

     Dr. Guo and Dr. Baruah proceed 

with proving the correctness and 

optimality of an algorithm for 

scheduling preemptive mixed-criticality 

instances [1]. They begin by discussing 

a strategy for implementing this 

algorithm.  Before execution of the 

algorithm, they will construct a linear 

program that determines the execution 
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for each job within each interval [1]. 

This will assist in creating a feasible 

schedule. An overview of the linear 

program is listed below: 

1. Index HI-criticality jobs as 

1,2,… , 𝑛ℎ; index LO-criticality 

jobs as 𝑛ℎ+1, … , 𝑛 [1]. 

2. Let 𝑡1, 𝑡2, … , 𝑡𝑘+1 denote the 2n 

distinct values for the release 

time and deadline parameters of 

the n jobs [1]. 

3. Partition the time-interval 

[min{ai} ,max{𝑑𝑖}) into k intervals 

[1].  

4. 𝑛 ∗ 𝑘 variables are defined (𝑥𝑖,𝑗) 

where 𝑥𝑖,𝑗 dictates the execution 

amount assigned to the job i 

within the interval j [1]. 

5. Set constraints and inequalities 

to prohibit parallelism and 

ensure that each job receives 

enough execution in normal 

mode [1].  

6. Set constraints to ensure HI-

criticality jobs complete their 

execution in degradation mode 

[1]. 

     The linear program effectively 

determines the correctness of the 

system. By meeting the imposed 

constraints, correctness can be 

guaranteed. Dr. Guo and Dr. Baruah 

deem these constraints as necessary [1]. 

They proceed with describing in detail 

why these constraints are also 

sufficient.  

     After the pre-execution planning is 

done, Dr. Guo and Dr. Baruah discuss 

their strategy while execution is 

occurring. During execution, Dr. Guo 

and Dr. Baruah mimic a processor 

sharing strategy [1]. This strategy 

consists of partitioning the total 

runtime interval into smaller frames 

called quanta, based on the smallest 

execution time where the speed of the 

processor can be predictable [1]. This, in 

turn, ensures worst-case execution 

times can occur and HI-criticality jobs 

can be carried out. By having separate 

frames, Dr. Guo and Dr. Baruah 

mention that scheduling decisions can 

be made, especially because a reduction 

in processing speed can occur at the 

beginning of every frame [1]. They 

proceed with discussing why processor-

sharing is necessary. 

 

IV. Conclusion 

     Technology has been advancing at 

an extremely rapid pace. It is never 

sufficient to say that old software will be 

suitable for new hardware. With each 

advancement, software must also be 

advanced to support it. This is the case 

with the advancement from 

uniprocessor systems to multiprocessor 

systems. Old schedulers like EDF are 

not the best suited schedulers for 

multiprocessor systems. This is an 

issue since multiprocessor systems are 

becoming more prevalent in modern day 

embedded systems. The main issue is 

how complex it is when you start to 

consider how realistically, 

multiprocessor systems are varying-

speed multiprocessor systems.  

     Dr. Guo and Dr. Baruah effectively 

address this issue and provide the 

solution of applying mixed-criticality 

scheduling in their paper Mixed-

criticality Scheduling Upon Varying-

speed Multiprocessors. In their paper, 

they discuss in great detail the 

considerations behind their proposed 

solution and the overall description of it. 

As a student of Dr. Guo’s Real-time 

system course, their solution made 

sense in terms of why several 

constraints were implemented and why 

mixed-criticality scheduling can end up 

improving the predictability and 

efficiency of varying-speed 

multiprocessor systems. Overall, I 

found the paper to be extremely 
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descriptive and successful in describing 

Dr. Guo’s and Dr. Baruah’s proposed 

solution. 
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