
Literature Review of Mixed-Criticality Scheduling on Varying-Speed Platforms with
Non-Precise Scheduling

Matthew A. Crocker

While creating systems that are intended for use 
in safety critical applications, for instance, the hardware 
used in automobiles and airplanes, it is necessary that 
designers be capable of proving the correctness of their 
systems. After all, should a device not be able to correctly 
execute the operations it needs to in the time it has 
provided, it is possible such errors could result in the loss 
of equipment or even lives. Due to the fact that 
equipment that is used every day must be able to be 
trusted to reliably complete all of its safety critical 
operations on time, every time, it is necessary that the 
standards for such devices be upheld.

However, as a result of this need, the amount of 
execution time that these tasks require must be well 
understood to ensure that the equipment the software is 
running on is capable of meeting the system’s 
requirements even when rare or unexpected delays occur 
during operation. It is not enough to ensure that the 
average case works well enough, instead the worse case 
execution time of each tasks must be obtained. Using very
specialized equipment it is possible to produce very 
precise guarantees of worst case execution time (WCET).

Yet, progress in the development of hardware 
does not always run parallel with the goals of everyone 
who might use that hardware. The development of 
processors has prioritized producing performance that is 
very good for the typical use case, which is a reasonable 
metric to optimize for. However, the downside of such a 
focus is that, as processors have grown more complex, the
ability to precisely identify the worse case execution time 
has declined and similarly the variance between the 
average performance and the worse case performance 
has increased. Thus, to ensure correctness, we must rely 
on less precise metrics which only produces an estimation 
of the worse case execution time.

Yet, as time progresses, it has become 
increasingly desirable to make use of commercial 
hardware, this hardware, commonly referred to as 
commercial off-the-self, or COTS hardware, has seen an 
uptick in adoption by the real-time system community 

over specialized hardware. As with any change, a new set 
of problems have sprung up. For instance, because the 
worse case execution time and the average case execution
time of a particular task may vary considerably [1], when 
the worse case execution time is used to determine 
whether or not a set of tasks can be executed properly we
will, in most cases, end up with “extra” time that could 
have been used to execute something useful.

Similarly, as discussed in [2], energy efficiency is 
an important concern, and as a result of the immense 
progress that mobile devices have undergone processors 
have added features to provide greater energy efficiency. 
As a result the use of COTS hardware will reflect that 
reality. This introduces new concerns for safety-critical 
real-time system applications that try to make use of 
these devices. These complexities such as a trend towards
Globally Asynchronous Locally Synchronous (GALS) circuit 
design, discussed in [1], results in fast and very energy 
efficient processors yet produce challenges for real-time 
systems as they are non-deterministic.

As a result of the trend towards using COTS 
hardware it has become necessary to create setups that 
can better take advantage of the situations that commonly
arise when using this type of hardware. For example, 
when a situation exists in which the total execution time is
not known for a set of tasks and in which the processor 
speed is not guaranteed to remain constant, that is, it has 
a varying-speed, we are forced to make certain pessimistic
assumptions about our tasks to ensure that they all will 
complete within their required times to ensure proper 
safe operation should their worse case scenarios occur.

As a result of this necessary assumption it has 
become more common place to assign safety-critical tasks 
alongside less critical tasks, that way during periods of 
average performance all of the tasks may be completed, 
then when performance becomes more restricted the 
tasks determined to not be safety-critical may be halted to
ensure proper execution for the critical tasks. This is called
a mixed-criticality (MC) workload [1].



One of the techniques that have been discussed 
for dealing with these challenges is, as discussed in [1], to 
make use of two estimations for the worse case execution 
time of the safety-critical tasks. In particular, due to the 
fact that precise measures of the WCET cannot be 
produced, sophisticated tools have been produced to 
estimate the WCET of arbitrary sections of code. However,
because the processor speed is variable is is necessary to 
make use of the lowest possible processor frequency 
when making these estimation, even though it is unlikely 
the processor would be at it’s lowest frequency 
throughout all of it’s run time.

As such, a very pessimistic analysis is run that 
produces a very large WCET and a less pessimistic analysis
is run that produces a smaller WCET. Using the less 
pessimistic WCET every task allocated to the processor, 
that is, both safety-critical and non-safety-critical task, 
should be able to run and complete within the allocated 
time. Meanwhile, for the pessimistic assumption it’s only 
necessary that the safe-critical tasks have their 
correctness demonstrated as the non-safety-critical tasks 
are allowed to miss their deadlines in such a case.

Using this technique the tasks will be assigned a 
criticality level, in [1][2][3][4] only two criticality levels are 
made use of, one is HI and the other LO, representing the 
high and level prioritizes of the tasks. In particular, in [1], 
there is no assumption made that the execution time of 
the task is known, instead, a currently running job will 
signal once it has completed, and if the signal is not 
received by the time the less conservative WCET is passed 
the system is said to be exhibiting HI-criticality behavior. 
When under HI-criticality there is no expectation that the 
LO-criticality jobs be executed by their deadlines, although
HI-criticality jobs should be.

To meet such requirements [1] presents the 
Virtual-Deadline First Non-Monitoring (VDF-NM) 
algorithm. VDF-NM makes use of virtual deadlines, that is 
deadlines produced by the VDF-NM algorithm to 
determine what will run first. To create the deadlines LO-
criticality tasks will get a deadline equivalent to the start 
time plus the period of their task, while HI-criticality tasks 
will be given a deadline equivalent to their start time plus 
their period multiplied by a parameter, the parameter 
scales down the value of the period, or equivalently it 
inflates the effective utilization of the task to ensure that 
VDF-NM is capable of meeting all of the HI-criticality 
deadlines.

Additionally, [1] presents the VDF-WM algorithm 
which is the Virtual-Deadline First With-Monitoring 
algorithm, which makes use of the knowledge of the 
processor execution rate as an additional criteria for 
signaling that it should enter into HI-criticality mode. For 
further proofs of the work presented refer to [1]. The 
significance of this work is that it provides a verifiable 
proof of the optimality of VDF-NM and VDF-WM as a 
mixed-criticality algorithm. However, the approach does 
not endeavor to work for multi-core processors being only
presented for single-core processors, required implicit 
deadlines, as well as not providing analysis for more than 
two criticality levels.

[3] presents another approach to working with 
varying speed processors, it assumes once more a single 
processor that operates under either a so called normal 
mode or a degraded mode, for normal mode the 
processor will complete one unit of executor for each unit 
of time that passes, while in degraded mode only a 
portion of a unit of execution will be completed. The 
presented approach aims to ensure that during normal 
mode the HI-priority tasks as well as the LO-priority tasks 
will complete by their deadlines, while in degraded mode 
only the HI-priority tasks are ensured to complete by their
deadlines. To make this assurance a polynomial time 
algorithm that produces optimal scheduling tables is 
presented.

When the system is operating in normal mode 
the scheduling tables are followed, the benefit of the 
tables is that when followed no matter when a degraded 
mode occurs by discarding the LO-criticality tasks and 
following the EDF algorithm the HI-Criticality tasks are 
ensured to complete execution by their deadlines. The 
benefit of this approach is that the linear program that is 
used to generate the tables is also capable of finding the 
minimum scaling factor that the processor may be 
reduced by while still ensuring that execution of HI-
criticality tasks will be completed by their deadlines.

Unfortunately, while providing a strong option for
single core MC systems, [3] does not present a solution for
multi-core setups as well as requiring that the system be 
setup to use preemption and know it’s execution speed at 
all times which places constraints on the types of 
platforms that can make use of this approach. Additionally
the paper does not present a method for returning to 
normal mode after transitioning to degraded mode which 
limits its practical usage. Nor, as in the first presented 
method, does it provide consideration towards making 



use of multiple WCETs, as such there will likely be a 
decent amount of slack present in the model as this 
approach does not consider running over the estimated 
WCET as the prior example did.

In [2] the focus and emphasis is on maximizing 
energy efficiency while making use of a mixed-criticality 
system. As with the prior two papers the focus is on using 
a single core.

The use of dynamic voltage and frequency scaling
(DVFS) to save energy by reducing the processor 
frequency is the focus of this paper. To save energy the 
goal of DVFS is to reduce the frequency as low as possible 
while still making the deadlines of every task involved, to 
counter the issue of task overrun DVFS may be used to 
help critical tasks meet their deadlines to do this the 
processor can be speed up. The benefit of this is that the 
system can be less conservative in the amount of time it 
needs to reserve to deal with overrun and, as a direct 
benefit of that, the processor may have its frequency 
further reduced in order to save energy.

Overrun is found to be an exception rather than 
the rule and as such due to its rarity the approach is able 
to greatly improve energy efficiency. However, there is a 
conflict between the energy minimization and safety 
guarantee that is made, since the goal is to have 
everything finish as close to their deadlines as possible 
there does need to be some time reserved, as previously 
mentioned, to ensure that overrun may be properly dealt 
with. To implement this method the virtual deadline 
system is used, as a result it is very similar to our previous 
discussion. The system will start by assuming everything 
may be run in LO-criticality mode. Then should a HI-
criticality task exceed the LO-criticality WCET estimate 
every LO-criticality task will be dropped and the HI-
criticality tasks guaranteed to meet their deadlines.

The power savings possible using this approach, 
as presented in [2], can reach as far as 50% power 
efficiency versus not using DVFS for a similar approach [2].
This power saving comes from the active power 
consumption of the processor, while the static power from
leakage current cannot be reduced the other may be. To 
do this the frequency of the processor is reduced, it is 
assumed that the frequency of the hardware is bounded 
between a minimum and maximum frequency where any 
frequency between those two may be made use of.  
Additionally, an algorithm is presented that provides an 

optimal solution for finding the energy minimization of 
the system.

To evaluate the presented algorithm and 
technique a flight management system is presented which
contains HI and LO-criticality tasks to simulate the system. 
With these tasks a scaling value is presented that allows 
additional workload to be simulated, this can be used to 
ensure that there is enough time budgeted for run-over, 
the greater the required time budget the greater the 
energy cost of the system due to not being able to execute
at a lower frequency. Similarly the greater the utilization 
of the system the less energy will be saved, while the 
larger the number of HI-criticality tasks the less the energy
savings as well, this comes as a result of more time budget
being reserved to deal with run-over rather than 
attempting to reduce the energy consumption by lower 
the frequency of the processor. Another loss of energy 
efficiency comes from using discrete frequency levels 
rather than arbitrary frequency levels as then only 
approximations of the optimal solution can be used [2].

As we have seen so far each of these methods 
has been intended for single-core processors and have 
made use of different techniques to provide either 
schedulability or energy efficiency for the mixed-criticality 
setup. We see that each also has its own weaknesses and 
drawbacks as to be expected. However, for more 
computationally intensive systems a single-core is often 
times not what we want to make use of, instead we want 
to make use of a multi-core processor to tackle the 
required workload. [4] and [5] present solutions for 
making use of mixed-criticality in multi-core setups.

In [4] the use of multi-core processors is 
introduced. It is discussed that the algorithms that work 
for single-core mixed criticality do not effectively 
transition to use in multi-core processor systems which 
provides the reasoning for the presentation of additional 
methods for solving mixed-criticality.

Specific assumptions are put forth by [4] to 
produce a solution for multi-core processing: job 
preemption is a zero cost action, job migration is similarly 
zero cost and not penalized, job parallelism is forbidden, 
there is a finite collection of jobs and each processor is 
identical with both a normal speed and a minimum 
degradation speed.

Processors will enter into degraded mode when 
any processor is executing before normal speed 



additionally all processors have a minimum speed and it is
not known until it occurs when a processor will degrade.

The asserted result is that if the system remain in 
normal mode then all jobs complete by their deadlines 
and, assuming the processors never fall below their 
minimum threshold, all HI-criticality jobs will finishing 
executing before their deadlines.

To produce these results the paper presents a 
linear program that will help determine how much time 
should be allocated to each task, the program while 
running will imitate a processor sharing strategy and 
execute in polynomial time. HI-criticality tasks will be 
executed to ensure that they have been designated an 
appropriate portion of their total execution time across 
their timeline. By doing this the system is guaranteed to 
be able to meet the deadlines of the HI-criticality tasks 
should the system degrade.

To satisfy these requirements an algorithm called 
the Wrap-Around-MC algorithm is presented which is an 
optimal correct scheduling strategy, that is, if a correct 
schedule exists it will be produced, when the prior 
assumptions are maintained. The algorithm sorts the 
processors by speed and the tasks by their assigned 
utilization fraction and makes use of the slower processors
to execute the HI-criticality fractions making use of the 
smallest fractions first, from the slowest to the fastest 
processor the system assigns work filling each processor 
one at a time, then if the system is in normal mode LO-
criticality jobs will be processed in the same manner.

Additionally, the paper covers a method for 
ignoring the requirement that all processors must be 
above a certain level, by introducing the weak degraded 
mode, in which as long as the summation of the processor
speed is equivalent or greater than the required level 
times the number of processors. However, in this mode 
the wrap-around-MC algorithm no longer is optimal. 

Instead the Level-MC algorithm is introduced. 
This algorithm has the downside of requiring many 
preemptions and migrations to ensure that the processors
are fully utilized. This algorithm is only used when the 
system is in the weak-degraded mode, otherwise the 
Wrap-Around-MC algorithm is used. This algorithm will 
apply to the HI-criticality jobs to ensure that they properly
execute. The algorithm works by designing schedules that 
evenly divide the capacity and execution speeds of the 
jobs when they have equal execution time remaining and 

prioritizing those with greater needs to the faster 
processors in the attempt to have all jobs be joined 
together in the end with the same execution cost 
remaining.

The Levels-MC algorithm may also be used to 
check if the LO-criticality tasks can be successfully 
executed, in which case, if they can be, it will execute both
the HI and LO-criticality tasks.

[4] provides us with an interesting look at the use 
of multi-core processors and mixed-criticality, it has 
particular requirements that cannot be met in real world 
scenarios, such as zero cost for preemption and job 
migration but these costs can be estimated and included 
in the execution cost of the jobs should we desire to make
use of the presented algorithm.

Next, [5] presents a design that emphasizes fault-
tolerance in its design while making use of multi-core 
processors. Transient errors are addressed as a point of 
concern in this paper, specifically task replication and re-
execution are put forward as methods for enhancing the 
safety of a system. Should a situation arise in which critical
tasks are found to have failed to succeed after multiple 
trials it is also suggested to make use of task killing and 
service degradation to reallocate system resources from 
non-critical to critical tasks. [5] emphasizes the use of 
industry established safety standards such as ISO 26262 
for the automotive industry as a standard for designing 
with safety in mind and applies them to the use of mixed-
criticality systems.

To ensure system safety and to avoid errors, 
sanity-checks and replication of jobs on multiple 
processors are suggested as a means of creating 
redundancy and error checking. Should an issue be 
detected on a core it will be run again to provide safety.

In the case that a task keeps failing after multiple 
attempts resources may be reallocated from less critical 
tasks to more critical tasks. This could be as 
straightforward as dropping tasks or degrading service. 
Like the previous setups a HI and LO mode is introduced, if
a task re-executes too many times it will result in LO-
criticality tasks being dropped or degraded and the 
processor will enter into HI-mode. When this switch 
occurs [5] presents two options, global switching and local
switching, global switch will have every core move from 
LO to HI mode, while local switching will only move the 
affected core from LO to HI. The choice of global switching



produces a greater impact on the system safety as a result
of any single core potentially turning on HI mode for every
other core.

It was found that the system safety and 
schedulability conflict with each other, to improve system 
safety redundancy should be increased, yet this will 
increase the utilization of the system, which in turn makes
the problem of schedulability more difficult. As a result 
using this technique has trade offs in terms of gains in 
system safety versus difficulties in scheduling all tasks 
correctly. Similarly, should LO-criticality task be unrelated 
to safety task killing will improve system feasibility more 
so than service degradation as one might expect. 
However, service degradation provides benefits to system 
feasibility for the case where LO-criticality tasks cannot be 
killed safely. Changing from LO to HI and back to LO was 
not covered within [5] and would be an important 
concern for making use of this technique.

As can be seen, the multi-core techniques 
encounter difficult challenges in ensuring proper 
schedulability while also attempting to maintain other 
requirements.

There is no perfect solution present for dealing 
with the issues that are faced within the field. For every 
benefit trade offs must be made. The challenges 
presented by imprecise worst case execution times as well
as large variance between those worst case execution 
times and the average execute time presents a unique and
difficult challenge for advancing real-time systems.

While these commercial off-the-shelf devices are 
useful in producing amazing advances in energy efficiency 
and computational efficiency, the emphasis that has been 
placed on processor developmental features doesn’t 

strongly align with the goals and requirements of real-
time systems. This presents an unfortunate, yet interest 
challenge, where making use of advances in processors is 
desirable, yet the downsides require a strong path 
forward that allows stability and safety for execution of 
tasks to be found.
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